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ABSTRACT

Compliance.AI is a business-to-business (B2B) software-as-a-service (SaaS) platform de-

signed to help European small and medium-sized enterprises (SMEs) comply with the EU

AI Act (Regulation EU 2024/1689). On 7 May 2026 the Council of the European Union

and the European Parliament reached a provisional agreement under the Digital Omnibus

to defer stand-alone Annex III high-risk obligations to 2 December 2027 (Council of the

European Union, 2026). This plan is built around that window. This business plan sets out

the strategic positioning, market opportunity, competitive structure, product architecture,

and financial projections for a specialist compliance solution targeting a market gap left

open by enterprise-focused competitors. The analysis is grounded in strategic frameworks

including Porter’s Five Forces, the resource-based view, and organisational ecology, pos-

itioning Compliance.AI as a focused competitor in the SME compliance technology mar-

ket. The document is both a strategic roadmap and an academic thesis on market entry

and sustainable competitive advantage in emerging regulatory technology sectors.

Keywords: EU AI Act, regulatory technology, SaaS, SMEs, compliance automation,

market entry, business strategy, competitive positioning
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EXECUTIVE SUMMARY

Compliance.AI will launch in Year 1 across Spain, Italy and Portugal as the firm will cover

an unmet need in the European SME marketplace: affordable, self-service compliance

with the EU AI Act (Regulation EU 2024/1689). No tool today combines exclusive Act

focus, SME-level pricing and a self-service design. Not one.

EUR 193,000 consulting bill or EUR 199 per month. That is the trade.

The opportunity is a hard regulatory deadline with a structural gap behind it. Under the

Digital Omnibus provisional agreement of 7 May 2026, stand-alone Annex III high-risk

obligations take effect on 2 December 2027, backed by fines of up to EUR 15 million or

3% of global turnover (Council of the European Union, 2026; Regulation (EU) 2024/1689

of the European Parliament and of the Council of 13 June 2024 laying down harmonised

rules on artificial intelligence (artificial intelligence act), 2024). Meeting them through

consultants costs EUR 50,000–250,000, 3 to 10% of a typical SME’s revenue (Laurer

et al., 2021). The enterprise governance vendors, Credo AI and Holistic AI among them,

price at USD 30,000–150,000 and have no economic reason to move down. The SME

tier is left open. Resource partitioning (Carroll, 1985) explains why they cannot follow

Compliance.AI into it.

The platform delivers four modules mapped to the Act: a risk-classification engine (Art-

icle 6, Annex III), an Annex IV documentation generator, a conformity workflow (An-

nex VI), and post-market monitoring (Article 72). Pricing runs four tiers: a free classifier,

EUR 199 Essentials and EUR 499 Professional self-service subscriptions, and a custom

Enterprise tier at roughly EUR 1,499 per month. The Year 1 markets hold 434,000 SMEs

in the 10–249 employee band, of which 7,000–15,000 fall in scope; an 8 to 10% reach

factor yields 700–1,200 addressable firms (Eurostat, 2025).

The critical success factors for the firm in order to establish, sustain and appropriate a

competitive advantage are accumulated customer knowledge, the advisor network, and

post-market monitoring lock-in. Those three factors will determine the product’s defens-

ibility, increase customer retention, and make switching costs prohibitive for SMEs that
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have built their compliance trail on the platform. The product offered is both scarce and

relevant in the European SME market and will therefore help Compliance.AI to establish

a competitive advantage.

The initial investment required to finance Compliance.AI is EUR 400,000, of which

EUR 80,000 is founder equity. The firm will have a negative net income in the first

two full years of operation; from Year 3 the net income is positive and increasing. The

net income will be EUR (185,549), EUR (199,228), EUR 77,963, EUR 594,787 and

EUR 1,435,519 respectively. The objectives of the firm are to be operationally profitable

and free-cash-flow positive from Year 3 onwards. The required return on investment is

30% on the external angel tranche. EBITDA (earnings before interest, taxes, depreciation

and amortisation) breakeven arrives at month 33 from inception, and the seed is recovered

from cumulative cash flow during Year 5, with no second raise required.

In case of a pessimistic scenario, with a sustained 25% fall in monthly customer additions

or a further delay beyond 2 December 2027, Compliance.AI should follow a focused exit

strategy: reduce burn to a single founder on zero salary and pursue an acqui-hire or asset

sale to a governance, risk and compliance (GRC) platform such as Vanta or Drata. In a

more optimistic scenario, with 1.5 to 2 times base-case growth or an early France and

Benelux launch, the firm should evaluate an accelerated Series A at a EUR 10–15 million

pre-money valuation.

We built for this gap. We get there first.
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1. BUSINESS IDEA AND STRATEGIC POSITIONING

Prove your AI is legal, without hiring a lawyer.

Vision and Mission

Vision. Every European SME that deploys AI should be able to prove it is legal, without

hiring a lawyer or retaining a consultancy. Compliance.AI exists so that “can we use this

AI system?” becomes a question software answers.

Mission. We turn the EU AI Act into code. Compliance.AI automates risk classifica-

tion, documentation, and continuous monitoring so SMEs reach compliance in weeks,

not months, at a fraction of the cost of professional services.

The EU AI Act: Overview

The EU AI Act is Europe’s first law written specifically for artificial intelligence (Regu-

lation (EU) 2024/1689 of the European Parliament and of the Council of 13 June 2024

laying down harmonised rules on artificial intelligence (artificial intelligence act), 2024).

Its core idea is simple: the more harm an AI system could cause, the more the law de-

mands of it. A spam filter and a system that decides who gets a mortgage both use AI,

but only one can damage somebody’s life, so only one carries heavy duties. That single

principle organises the entire law.

The Act sorts every AI system into four tiers. A small set of uses is banned outright, such

as government social scoring and real-time facial recognition in public spaces; these are

off the market, so no customer exists there. Most everyday AI counts as minimal risk

and carries no obligation at all. Limited-risk systems carry one duty only: a chatbot, for

3



instance, must tell users they are talking to a machine. None of these three tiers creates

work an SME would pay software to handle.

The business lives in the fourth tier. High-risk systems make decisions that materially

affect people’s lives, and they are the only tier that must pass a formal compliance process

before reaching the market. Annex III lists the eight categories that qualify, including

biometric identification, recruitment, credit scoring, and law enforcement. These are or-

dinary business tools, not exotic ones. A firm that screens CVs with software or scores

loan applications with an algorithm is running high-risk AI, whether it realises it or not.

For those firms, three annexes define the actual work, and they run in sequence. Annex III

answers the first question: is my system in scope? Annex IV defines what the firm must

then produce: a technical file recording how the system works, what data trained it, and

how its risks are managed. Annex VI explains how the firm proves all this: an internal-

control procedure the firm runs itself, with no outside inspector. That last point carries

the whole business. Because the firm certifies its own system, software can run the entire

process, and almost every SME qualifies for this route.1 The one exception is biometric

identification without a harmonised standard, which still needs an external assessor and

covers only a small fraction of SME users.

One date makes the obligation real. Under the Digital Omnibus provisional agreement of

7 May 2026 (Council of the European Union, 2026), high-risk obligations for stand-alone

Annex III systems take effect on 2 December 2027. From that day, a firm running an

in-scope system without the required documentation faces enforcement.2 Compliance.AI

maps one module to each part of the work: classification to Annex III, documentation

to Annex IV, the conformity workflow to Annex VI, and continuous monitoring to Art-

icle 72.
1Article 43(1) requires notified body assessment only for biometric identification systems lacking har-

monised standards (roughly 5% of SME users); Article 43(2) governs the self-certification route available

to every other Annex III system. Article 72 creates the ongoing post-market monitoring duty: track model

drift, log incidents, report against standards. Article 11(1) requires the Commission to publish a simplified

documentation form for small and micro enterprises.
2The deferral from the original 2 August 2026 date is a provisional political agreement; it binds only

once the Omnibus is formally adopted and published in the Official Journal. Until then the original date

technically remains live (Marrache & Sieniewicz, 2026).
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1.1 Business Concept and Value Proposition

Compliance.AI will launch as the firm will cover an unmet need in the EU SME mar-

ketplace: affordable, self-service compliance with the EU AI Act. No comparable tool

combines exclusive Act focus, SME-level pricing, and a self-service design. Not one.

The market failure is structural. Between 2024 and 2025, AI adoption reached 17%

among small firms and 30.36% among medium enterprises (Eurostat, 2025). Every adop-

ter running an Annex III system takes on a legal duty, backed by fines of up to EUR 15 mil-

lion or 3% of global turnover (Article 99(4)). Meeting that duty the traditional way costs

EUR 193,000 upfront to build a Quality Management System, plus EUR 71,400 a year to

maintain (Laurer et al., 2021). For a 30-person firm, that is an existential number.

EUR 193,000 consulting bill or EUR 199 per month. That is the trade.

Compliance.AI cuts the cost of compliance by nearly two orders of magnitude, turning a

capital project into a monthly operating line. Four modules map to the Act’s obligations

(Figure 1.1):

• Risk classification engine. Determines whether an AI system is high-risk under

Article 6 and Annex III. SMEs running recruitment screening or credit scoring often

do not know their system is in scope. The classifier answers in minutes.

• Documentation generator. Produces the Annex IV technical file: system archi-

tecture, training data, risk management, and performance metrics, built around the

simplified SME form that Article 11(1) mandates.

• Conformity workflow. Walks the firm through the internal compliance procedure

step by step, generating the checklist, sign-off records, and declaration of conform-

ity required before deployment.

• Monitoring module. Tracks the post-market duties under Article 72: model drift,

incident reporting, and changes to harmonised standards.

The demand case rests on two findings. Seven in ten AI-considering SMEs cite lack of

internal expertise as the main barrier to adoption (Eurostat, 2025). And a 2025 survey
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Figure 1.1

Product architecture.

Risk
classification
Art. 6 / Annex III

Is the system
high-risk?

Documentation
generator

Annex IV / Art. 11(1)

The technical file

Conformity
workflow

Annex VI / Art. 43(2)

Self-certification

Post-market
monitoring

Article 72

Drift, incidents,
standards

Article 72 findings and new authority guidance re-enter classification

The four modules map one-to-one onto the Act’s obligations. The customer moves left to right;

post-market findings and new authority guidance feed back into classification, the mechanism behind the

accumulated-knowledge moat in Chapter 3.

of over 1,000 EU and UK technology SMEs found one-third had already removed or

downgraded AI features under regulatory uncertainty, at average annual revenue losses

of EUR 94,000–322,000 per firm (Association for Competitive Technology, 2025). Most

SMEs do not pay the compliance bill. They strip the AI, or they ship it unprotected.

Compliance.AI replaces that choice with a subscription.

1.2 Market Position and Competitive Differentiation

The AI governance platform market reaches USD 492 million in 2026 and passes USD 1 bil-

lion by 2030 (Kornutick, 2026). Growth concentrates at the enterprise end, and the firms

that dominate there have no reason to serve SMEs: their cost models prevent them from

trying.

Credo AI is the largest incumbent, with USD 39.3 million raised (PitchBook, 2026) and

a Forrester Wave Leader designation for AI Governance Platforms Q3 2025.3 Its pri-

cing runs USD 30,000–150,000 per year, requires machine learning (ML) infrastructure

integration, and assumes the buyer has a dedicated data science team (Pellerin, 2026).

Holistic AI, a University College London spinout, targets the same enterprise segment

at custom pricing (Holistic AI, 2025). Neither is a realistic option for a 30-person firm

3The Forrester Wave report sits behind a paywall; this classification is cited through Credo AI’s press

release (Credo AI, 2025).
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running a recruitment screen.

Two EU-native competitors sit closer. eyreACT (United Kingdom) targets SMBs with AI

Act-specific risk scoring but remains in pilot with no published pricing.4 EuroComply

covers five frameworks, including the AI Act, at roughly EUR 149 per month (EuroCom-

ply, 2026). Five regulations at that price means shallow coverage on each.

No incumbent combines exclusive AI Act focus, SME pricing, and self-service design.

Compliance.AI does, at up to 60 times less than the enterprise platforms (Table 1.1).

Table 1.1

Competitive comparison matrix.

Criterion Credo AI Holistic AI eyreACT EuroComply Big Four Compliance.AI

EU AI Act depth Moderate Moderate High Moderate High High (exclusive)

Target segment Enterprise Enterprise SME SME Enterprise SME

Annual cost $30K–150K Custom Undisclosed ∼e1,788 e50K+ e2,388–5,988

Self-service Partial Partial Yes Yes No Yes

Maturity Established Established Pilot Operational Established Pre-launch

Continuous monitoring Yes Yes Partial No No Yes

Conformity workflows Yes Partial Yes Partial Yes Yes

1.3 Target Customer Segment and Needs

Compliance.AI targets European SMEs with 10 to 249 employees (Commission Recom-

mendation 2003/361/EC) that develop or deploy AI within the Act’s scope. A subset of

them runs AI in regulated domains. That subset is the market.

Year 1 focuses on Spain, Italy, and Portugal. AI adoption there trails Northern Europe:

Spain at approximately 20% and Italy at approximately 16%, against Denmark at 42.03%

and Finland at 37.82% (Eurostat, 2025). That gap looks like a weakness. It is the entry

strategy, for two reasons:

First, Spain hosts the EU’s first AI Act regulatory sandbox and created AESIA (Agencia

Española de Supervisión de la Inteligencia Artificial), the pioneer national AI supervisory

authority. Organisations that align early with local regulatory institutions gain legitimacy

4No public data was found for eyreACT’s pricing as of June 2026.
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Figure 1.2

Strategic positioning map.
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Bubble size indicates market maturity. Compliance.AI occupies the only position combining low customer

cost with deep, exclusive EU AI Act focus. Incumbents cluster in the high-cost quadrant; the only

competitor with comparable regulatory depth (eyreACT) remains in pilot.

and reduce uncertainty ahead of competitors (DiMaggio & Powell, 1983; Scott, 2001).

Operating from Madrid, Compliance.AI calibrates its classification logic and templates to

AESIA guidance as it publishes. A competitor headquartered in Dublin or Berlin cannot

match that speed.

Second, competition follows adoption. High-adoption markets like Denmark and Finland

draw dense enterprise-vendor activity; Southern Europe is thinner (Eurostat, 2025). We

enter the markets the generalists have not reached, with a product built for them: nat-

ive Spanish, Italian and Portuguese user interface (UI), AESIA-calibrated templates, and

EUR pricing with no annual contract minimum.

SME awareness of the high-risk deadline is low, and that is the primary demand risk.

Content marketing and AESIA sandbox proximity carry the awareness work in Year 1;

the pricing tiers convert that awareness once it lands.
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1.4 Strategic Positioning Framework

1.4.1 Value Proposition Alignment

Three customer pains define the market failure: the EUR 193,000 upfront cost (Laurer

et al., 2021), the expertise gap that stops seven in ten AI-considering SMEs, and scope

uncertainty, since many firms running Annex III systems do not know it. Each module

attacks one of these pains directly.

Mapped to the Osterwalder et al. (2014) Value Proposition Canvas, time-to-compliance

falls from months to weeks, cost drops to roughly one-tenth of consulting, and audit-

ready evidence accumulates as the firm works. One assumption could weaken the fit:

SMEs may not recognise their exposure before the deadline. The AESIA-aligned content

engine in Chapter 4 is the answer to that.

1.4.2 Cost Differentiation: A Cluster Model

The cost advantage comes from clustering, not from the usual SaaS zero-marginal-cost

fantasy.

Every SME using AI for recruitment screening faces identical Annex III obligations.

Templates built for the first such customer serve the tenth at near-zero extra cost: the

classification logic, the Annex IV fields, and the Annex VI workflow are the same. Credit

scoring, customer-service automation, and document classification repeat the pattern. At

scale across those clusters, cost of revenue settles at 18 to 40% of price, the EUR 500–800

per-account band the financial model carries (Appendix A.4). Not zero. Low enough to

sustain EUR 199–499 monthly pricing, with gross margins that start near 60% under early

human review and climb above 80% as the base scales.

Hybrid cost-differentiation strategies outperform Porter (1985) pure generic strategies

in digital markets (Kim et al., 2004), a finding confirmed across 1,842 Spanish SMEs

(Hernández-Perlines et al., 2024). Compliance.AI runs that hybrid in a segment the in-

cumbents have declined to enter.
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1.4.3 Resource Partitioning

Resource partitioning (Carroll, 1985; Carroll et al., 2002) explains why the enterprise

incumbents cannot follow us downmarket. The theory says that when generalist firms

compete for the centre of a market, they abandon its edges, and specialists thrive in the

space left behind. That is exactly the structure here. Credo AI, Holistic AI, and the Big

Four built their sales teams, onboarding, and cost bases around USD 30,000+ contracts.

A EUR 2,388 deal, with acquisition payback that must clear in nine months, does not

cover a single enterprise sales cycle. They are not absent from the SME tier by choice;

their economics cannot price into it.

The pattern is familiar. HubSpot grew alongside Marketo, and Pipedrive against Sales-

force, each holding a position the generalist had abandoned.

The window is 12 to 18 months, until a well-funded entrant recognises the segment. Speed

to market and customer lock-in through annual contracts convert that window into re-

tained share.

1.4.4 Accumulated Customer Knowledge

The durable moat is not the technology. It is the interpretive knowledge that compounds

with every customer.

The first Spanish customer’s Article 15 accuracy review teaches the platform how AESIA

actually reads the clause. The second customer avoids six weeks of rework because the

template already carries that reading. The tenth customer inherits nine customers’ worth

of regulatory interpretation, built into classification logic, documentation prompts, and

workflow defaults.

Two properties make this hard to copy. It scales with customer volume, not engineering

headcount. And a late entrant cannot buy it retrospectively: the interpretations live in audit

outcomes, not in published guidance. Organisational learning of this kind accumulates

through experience and embeds progressively over time (Argote, 2013).

The critical success factors for the firm in order to establish, sustain and appropriate a
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competitive advantage are accumulated customer knowledge, the advisor network, and

post-market monitoring lock-in. Those three factors will determine the product’s defens-

ibility, increase customer retention, and make switching costs prohibitive for SMEs that

have built their compliance trail on the platform. The product offered is both scarce and

relevant in the European SME market and will therefore help Compliance.AI to establish

a competitive advantage. In the long run the firm can further sustain its first-mover ad-

vantage by building scale. To build scale the capabilities need to be durable, transferable

and replicable (Grant, 2010).

1.5 Go-to-Market and Revenue Model

Compliance.AI enters through Spain, Italy, and Portugal in Year 1, converting AESIA

sandbox proximity and EU-native content into early adopters. Pricing runs four tiers:

a free risk-classification tool, the EUR 199 Essentials and EUR 499 Professional self-

service subscriptions, and a custom Enterprise tier at roughly EUR 1,499 per month, all

deliberately below the EUR 50,000 consulting minimum that prices out the mid-market.

Distribution channels and the full acquisition architecture are detailed in Chapter 4. The

value proposition of Compliance.AI consists of the following: automated risk classific-

ation and Annex III scoping, self-service Annex IV documentation generation, and con-

tinuous post-market monitoring under Article 72.

11



2. EXTERNAL ANALYSIS

The deadline is the demand.

This chapter examines the environment the firm enters. The PESTEL analysis (political,

economic, social, technological, environmental and legal) explains the forces creating

demand, the legal ones first because they make compliance spending mandatory rather

than optional. Porter’s Five Forces (Porter, 1980) then maps the competition those forces

leave behind. Four claims close the chapter.

2.1 PESTEL Analysis

2.1.1 Legal and regulatory

The law turns compliance from a choice into an obligation. Once high-risk obligations

apply, Article 99 of the EU AI Act exposes any firm operating high-risk AI to fines of up

to EUR 15 million or 3% of global annual turnover, whichever is higher (Regulation (EU)

2024/1689 of the European Parliament and of the Council of 13 June 2024 laying down

harmonised rules on artificial intelligence (artificial intelligence act), 2024). The systems

that count are ordinary ones: Annex III covers recruitment screening, credit scoring, bio-

metric identification, education, and critical infrastructure. That is why the obligation

reaches firms that never thought of themselves as AI companies. SMEs are not exempt.

The statute caps their fine at the lower of the fixed amount and the turnover percentage,

but the duty itself stays. A small firm running an automated CV screen is in scope on the

same terms as a multinational.

The deadline has moved, but only provisionally, and the distinction matters. On 7 May 2026

the Council and the European Parliament agreed under the Digital Omnibus (COM(2025) 836)

to defer Annex III high-risk obligations to a fixed later deadline (Marrache & Sieniewicz,
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2026). The agreement binds only once formally adopted and published, so firms cannot

yet treat the delay as settled. For the business, a delay changes the shape of demand,

not its size. Instead of a panic rush against the original date, the same demand spreads

across a longer, more orderly buying window. For a subscription product, that is the bet-

ter outcome: steady adoption suits recurring revenue far better than one feast followed by

famine.

Two missing pieces explain why the answer must be software rather than a checklist. The

Commission has published neither the harmonised technical standards that tell firms how

to comply (CEN-CENELEC JTC 21 now targets Q4 2026) nor the simplified Article 11(1)

documentation form for SMEs. Without the standards, a firm cannot know what evidence

will satisfy an auditor. Without the form, it has no template to fill in. A static PDF

of guidance cannot track requirements that are still moving. Software that maps each

obligation to the draft standards as they emerge, and updates the firm’s documentation as

the picture firms up, can. Only a maintained product tracks a moving target.

Enforcement is national, and the Member States move at very different speeds. Spain

leads: AESIA published 16 compliance guides in December 2025 and runs the EU’s

first AI regulatory sandbox, with 12 pilot projects (Cooper & Oberschelp de Meneses,

2025b). Italy designated AgID (Agenzia per l’Italia Digitale) and ACN (Agenzia per la

Cybersicurezza Nazionale) under Law 132/2025 in October 2025. Portugal designated

ANACOM (Autoridade Nacional de Comunicações) in September 2025. France is eight

months past its own deadline with no designated authority. The practical result is that the

same Annex III clause may be read differently depending on which regulator reviews it.

For the SME, that fragmentation is a real problem. For Compliance.AI, it is an advantage.

A product built from Spain outwards, tracking each authority’s published guidance, car-

ries the local knowledge that matters most when an audit happens. An enterprise platform

engineered for US multinationals cannot adapt to that level of national detail.

2.1.2 Economic

AI adoption across European SMEs is rising fast, and compliance capacity is not keeping

up. Between 2024 and 2025, the share of small firms using AI rose from 11.21% to
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17%, and among medium firms from 20.97% to 30.36%. The EU-27 average climbed

from 13.48% to 19.95% in a single survey cycle (Eurostat, 2025). This matters because

adoption and obligation are linked. A firm takes on a legal duty the moment it puts a

regulated AI system into use, so each new adopter is a potential customer. The adoption

curve is the demand curve for this product, and it is steepening.

Not every adopter falls in scope. The duty attaches only to AI that maps to Annex III,

so the question is whether the high-adoption sectors and the regulated sectors overlap.

They do. The fastest adopters are the sectors the statute targets: Information and Com-

munication at 62.5%, Professional and Scientific activities at 40.4%, and Manufacturing

at 17.3% (Eurostat, 2025). Applied to the Spanish, Italian, and Portuguese base of 10–

249-employee firms, current adoption rates imply tens of thousands of AI-using SMEs

across the Year 1 markets. The market is not a forecast. It already exists, and it is being

measured.

The cost of the alternative makes the software case. The 2021 CEPS study priced a

compliant Quality Management System at EUR 193,000–330,000 upfront, with the SME-

specific band at EUR 144,350–247,150 and a further EUR 71,400 per year in maintenance

(Laurer et al., 2021). No primary estimate has superseded it. Consulting is no cheaper:

full engagements start at EUR 50,000 and reach EUR 150,000–250,000 (Laurer et al.,

2021). For a typical SME with EUR 5 million in revenue, compliance alone would con-

sume 3 to 10% of turnover. No firm of that size spends a tenth of its revenue on a single

regulation. The demand is real; the existing supply is priced for a different customer.

The subscription closes that gap. The Essentials tier costs EUR 2,388 per year (Chapter 1).

Against a EUR 50,000 consulting minimum, the platform pays for itself before February

of its first year. The arithmetic is not marginal. It is the difference between a cost an SME

cannot absorb and one it can.

The macro data confirm the trajectory. Compliance.AI is capitalising on an increasing

trend of SME AI adoption intersecting with mandatory governance requirements. Regu-

latory technology (RegTech) is growing at a 21% compound annual growth rate (CAGR),

from USD 24.34 billion in 2025 to a projected USD 112 billion by 2033 (Grand View Re-

search, 2025); within it, the AI governance segment tracks towards USD 1 billion by 2030

(Kornutick, 2026). Capital is moving on the same view: Vanta raised USD 150 million
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in July 2025 at a USD 4.15 billion valuation (Vanta, 2025). Investors are betting that the

obligation, the adoption curve, and the pricing gap converge. This business plan makes

the same bet.

2.1.3 Technological and social

The customer’s problem is a skills gap, not a motivation gap, and that distinction shapes

the go-to-market. Among EU enterprises that considered AI adoption and then declined

in 2025, 70.89% cited a lack of relevant expertise as the primary barrier, ahead of legal

clarity at 52.52% and data protection at 48.83% (Eurostat, 2025). SMEs are not refusing

to comply; they are stuck. A firm with no compliance officer and no budget for one cannot

read 113 articles of regulation and turn them into action. Self-service software is the only

structure that fits both their budget and their headcount, because it supplies the missing

expertise without requiring a hire.

An awareness gap compounds the skills gap. No pan-EU survey measures deadline aware-

ness directly, but a September 2025 Bitkom survey of 604 German companies shows the

scale of the problem: only 24% expect to be affected by the AI Act, while 32% believe

they are not affected, 30% are still assessing, and 11% have not addressed the topic at

all (Bitkom e.V., 2025). Awareness in the three Year 1 markets is likely lower still. The

implication is direct: a firm that does not know the deadline applies to it will not respond

to a sales pitch. The first job is education, not selling, a point developed in Chapter 4.

The cost of doing nothing is already on firms’ income statements. A September 2025 sur-

vey of more than 1,000 technology micro, small and medium-sized enterprises (MSMEs)

by the App Association and TechnoMetrica found over a third of EU and UK developers

had stripped or downgraded AI features to cope with regulation, at losses of EUR 94,000–

322,000 per year per affected firm, and EUR 160,000–453,000 for directly affected small-

tech firms (Association for Competitive Technology, 2025). These firms are the most

reachable cohort. They are paying the price of the regulation without receiving its pro-

tection, and a product that lets them comply and keep their features speaks to a cost they

already feel.

One source of relief exists, and it is narrow. Article 57 sandboxes let firms test systems
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under regulatory supervision, but Spain’s ran only 12 projects in 2025. The mainstream

SME, the firm with a deadline and no specialist to call, sits entirely outside that scheme

and still needs a self-service answer.

2.2 Porter’s Five Forces

Demand established, the next question is competition. The structural starting point comes

from Chapter 1, §1.4: the enterprise incumbents cannot follow Compliance.AI downmar-

ket, because their cost structures and procurement cycles are built for buyers SMEs do not

resemble. The five forces show what that separation leaves on the field.

2.2.1 Threat of new entrants

The threat of new entrants is moderate, because the real barrier is not the obvious one.

Capital is not the obstacle: a minimum viable product (MVP) ships for under EUR 500,000,

within reach of any funded team. The genuine barrier is regulatory depth. Translating 113

articles and the draft CEN-CENELEC standards into deterministic software logic takes 12

to 18 months of focused work, and money cannot buy back that elapsed time. That figure

measures a rival starting from zero. The firm’s own six-month pre-launch sprint builds

only the MVP core; the remaining depth accumulates through the launch year, which is

why the barrier outlasts the build. First movers then compound the barrier through exper-

ience: every conformity assessment processed in Year 1 produces ground-truth data on

how AESIA, ACN, and ANACOM actually interpret the statute’s ambiguous clauses. A

later entrant can match the funding but not the time. The window is open now and closes

inside 18 months.

2.2.2 Threat of substitutes

The threat of substitutes is low, because each alternative fails the SME on a specific point.

In-house compliance requires the expertise most SMEs lack. Consulting at EUR 50,000

and above does the job but prices out the mid-market. The Article 11(1) template, once
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issued, will be a static document with no update mechanism and no monitoring, so it

cannot track a regulation still in motion. Sandboxes serve only a handful of projects.

None of these is self-service software at an SME price, which is the combination the

market lacks.

2.2.3 Bargaining power of customers

The numbers reflect this. General SMB SaaS churns at roughly 40% a year (High Alpha,

2024; UserMotion, 2024); here, annual logo churn opens at the ∼35% implied by the 3.5%

monthly base rate and falls as switching costs accumulate. An SME that has logged nine

months of Article 12 events cannot reconstruct that audit trail with a new vendor. The

strategic task: win price-sensitive customers cheaply, then earn the embedded position

that makes them stay.

2.2.4 Bargaining power of suppliers

Supplier power is low and falling, which protects margins. The two key inputs, cloud

infrastructure and large language models (LLMs), are both getting cheaper. Cloud is

commoditised. LLM pricing collapsed through 2025 and 2026: Mistral Small 3.1 runs

at USD 0.10 input and USD 0.30 output per million tokens, and Claude Haiku 4.5 at

USD 1.00 and USD 5.00 (AI, 2026). Mistral also offers EU-hosted inference, which

solves the data-residency requirement for a product handling regulated information. At

these input costs, technology never constrains pricing: cost of revenue is dominated by

the early human-review layer, which is why gross margin starts near 60% in Year 1 and

reaches 82% by Year 5 as that review automates.

2.2.5 Competitive rivalry

Rivalry splits in two, and the picture is opposite at each end. The enterprise tier is genu-

inely contested: Credo AI (USD 39.3 million raised), Holistic AI, Saidot, and IBM wat-

sonx.governance all compete for Global 2000 accounts at contract values of USD 30,000–

150,000 and above. None of them sells to SMEs, and none has an economic reason to

17



move down. The SME tier is close to empty. eyreACT is in pilot with no published pri-

cing. EuroComply.app is live but without confirmed traction. Delbion is a consultancy,

not a SaaS product. Vanta and Drata offer EU AI Act modules inside broader GRC

bundles, but neither is priced or localised for Southern European SMEs. The contested

fight is happening in a part of the market Compliance.AI does not enter, and the part it

does enter has no established competitor. This is a vacancy, not a fight.

2.3 Market opportunity synthesis

Four claims summarise the external case, each resting on the evidence above.

Demand is mandatory. Article 99 fines, no published SME template, and no finalised

harmonised standards mean SMEs cannot wait the problem out. A deferred deadline

delays the obligation; it does not remove it.

Economics dictate the pricing model. Consulting at EUR 50,000–250,000 sits far bey-

ond a typical SME’s compliance budget; EUR 199–499 per month sits inside it. RegTech

growth at 21% CAGR (Grand View Research, 2025) and the AI governance segment’s

path to USD 1 billion (Kornutick, 2026) move in the same direction. Price is the lever

that converts a legal obligation into a purchase an SME can make.

The window is 12 to 18 months. The enterprise incumbents do not serve this segment

and cannot move down into it. The SME-focused entrants are early, small, and mostly

absent from Southern Europe. A specialist entering Spain, Italy, and Portugal now, with

France and Benelux in Year 2, establishes its position before the segment crowds.

The constraint is execution, not market size. The market is large and growing, but

deadline awareness runs low across all three Year 1 markets and distribution is fragmen-

ted. The binding constraint is reaching customers, not finding them. Content marketing

and AESIA sandbox partnerships carry the acquisition load; Chapter 4 sets out how.
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3. INTERNAL ANALYSIS

The moat is what we learn.

Chapter 2 showed that the SME tier of the EU AI Act compliance market has no funded

specialist. This chapter asks a harder question: does Compliance.AI have the resources

to claim that seat and hold it? The honest answer separates two kinds of advantage.

Some resources give the firm a head start a competitor could eventually copy. One builds

into a defence that strengthens the longer the firm operates. The analysis audits three

resources against the VRIO filters (valuable, rare, costly to imitate, organised), then traces

how the head start converts into a moat. The weaknesses are named in full, because a

resource audit that hides its gaps is not an audit.

3.1 VRIO analysis

VRIO tests whether a resource can produce a sustained advantage. The resource must

clear four hurdles in turn: valuable (it improves the firm’s position), rare (competitors do

not already have it), costly to imitate (rivals cannot easily copy it), and organised (the

firm is set up to capture the value). Clear all four and the advantage lasts. Clear only the

first two and the advantage is temporary. Table 3.1 maps the firm’s three Day 1 resources

against the four filters; the subsections explain each verdict.

3.1.1 Valuable

The first test is whether each resource improves the firm’s competitive position. All three

pass. The simplest way to see why is to ask what each one saves: the first saves the

customer money, the other two save the firm money.

The customer value justifies the price. Vanta and Drata already proved that SMEs will
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Table 3.1

VRIO summary on Day 1 (pre-launch).

Resource or capability V R I O Position

Founder human capital (LL-

M/SaaS technical capability; AI

Act product literacy)

Yes Yes Partial Yes Temporary advant-

age

Strategic relational capital (board

advisor: first Google Iberia em-

ployee; 20-year Southern European

enterprise network; warm AI Act-

scoped client pipeline)

Yes Yes Yes Partial Temporary advant-

age

Accumulated customer knowledge

(built across 18–24 months)

Yes Yes Yes Partial Sustained advantage

in formation

“V” = valuable, “R” = rare, “I” = costly to imitate, “O” = organised to capture value. Rows 1 and 2 are

temporary advantages protecting the acquisition window; Row 3 is a dynamic capability built across

18–24 months of customer cycles.

pay for compliance software, at average contracts of USD 13,500–18,000 (Sacra, 2024a,

2024b). The same logic applies here. The consulting baseline runs EUR 50,000–250,000

(Laurer et al., 2021); Compliance.AI replaces a EUR 193,000 fee with a EUR 2,388

annual subscription (Chapter 1). That trade is what the customer buys.

The founder profile is a cost advantage. A Data Science degree from NOVA IMS plus

a Master in Management (UC3M, in progress) puts LLM integration skill and AI Act

product literacy in one person. Most RegTech firms split those functions across two hires,

and a compliance lead alone costs EUR 80,000–120,000 per year (Glassdoor, 2024). Re-

moving that salary from the early income statement is what makes a EUR 2,388–5,988

annual contract viable from Day 1. A competitor paying two salaries cannot match the

price without losing money on each account.

The board advisor is a pipeline that exists before any selling starts. He runs a Madrid mar-

ketplace consultancy whose clients operate automated pricing and advertising pipelines

on Amazon, AliExpress and Mercado Libre, systems that fall within the Act’s scope.

Those clients already trust the advisor, so the hardest part of selling compliance software,
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getting the meeting, is solved before the first cold email is sent.

3.1.2 Rare

The second test is whether competitors already hold these resources. Here the distinction

matters: a technical founder who can build LLM-powered compliance software is not

rare on its own; several exist. What is rare is the pairing. No other SME compliance firm

pairs a product founder with the first employee of Google Iberia, a person who built the

Southern European enterprise sales network from zero over two decades. That pairing

cannot be assembled by posting a job. And the rarity is not abstract: it is a concrete list of

reachable buyers that the firm has and others do not.

3.1.3 Costly to imitate

The third test is the most demanding. A valuable, rare resource gives only a fleeting edge

if a rival can copy it. Here the three resources split apart, and the split is the point of this

chapter.

The technology is not costly to imitate. Frontier LLMs are commodity inputs, so a well-

funded entrant can rebuild the classification engine, the documentation generator, and the

conformity workflow within about 18 months (Sacra, 2024a). The software is a head start,

not a wall.

The advisor’s network is different. Relationships built over twenty years cannot be repro-

duced on a hiring timeline (Dyer & Singh, 1998). A competitor can recruit an advisor of

its own, but not this network, because the value lives in the specific relationships rather

than in the job title. Copying the role is easy. Copying the trust is not possible by hiring.

The third resource cannot be bought at all. Once the platform has processed 500–1,000

classification cases and observed how regulators responded to each, that knowledge sits in

Compliance.AI’s own logs. It appears in no public guidance, and engineering talent can-

not reconstruct it, because it comes from having handled the cases, not from cleverness.

A late entrant cannot read its way to this knowledge. It can only generate its own, slowly,

after launching. The lag is built into the asset itself.
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3.1.4 Organised

The final test is whether the firm is structured to capture the value its resources create. A

resource the company cannot operationalise produces no advantage.

For the founder and advisor, the organisation is in place from Day 1. The founder runs

product and early sales, the advisor opens doors across Southern Europe, and a Head of AI

Act Compliance hired in Year 1 converts regulatory requirements into product logic and

validates the classification outputs. Vanta and Drata succeeded with the same structure:

an engineering-led core, domain advisors around it, and deeper regulatory expertise added

once margins could support the cost (Sacra, 2024a, 2024b).

Customer knowledge scores only Partial, and the reason is timing. The case logging and

feedback system ships from Day 1, so the raw data accumulates immediately. What is

missing at launch is the analyst who turns 1,000 logged cases into a curated, queryable

knowledge base. That hire comes later. The resource is captured in raw form from the

start; the organisation to refine it arrives with scale.

3.1.5 From temporary advantage to sustained moat

The VRIO table resolves into one strategic story, and the whole business rests on it.

Rows 1 and 2, the founder and the advisor, are temporary. Both decay towards parity

within 18–24 months, because a competitor can in time hire a technical founder and as-

semble its own advisory board. Their job is not to defend the firm forever. Their job is to

win the acquisition window.

What builds during that window does not decay. Every customer interaction that ends

in a filed document and an observed regulatory response teaches the platform what each

authority will and will not accept. This is ordinary learning-curve behaviour: error rates

fall by 10–25% with each doubling of cases processed (Argote, 2013). For a late entrant,

the consequence is decisive. After 18–24 months, the gap is made of accumulated case

experience, and better engineers cannot manufacture it. The late entrant can wait or buy.

Both options confirm the moat.

This logic feeds the firm’s competitive-advantage thesis directly. The critical success
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factors for the firm in order to establish, sustain and appropriate a competitive advantage

are accumulated customer knowledge, the advisor network, and post-market monitoring

lock-in. Those three factors will determine the product’s defensibility, increase customer

retention, and make switching costs prohibitive for SMEs that have built their compliance

trail on the platform. The product offered is both scarce and relevant in the Southern

European SME segment and will therefore help Compliance.AI to establish a competitive

advantage.

3.1.6 Internal weaknesses

An honest audit names its weaknesses as plainly as its strengths. Four are real.

The first is no in-house regulatory expertise at launch. Until the Head of AI Act Compli-

ance arrives in Year 1, every classification output needs human review before a customer

can rely on it. That review compresses margins until case volume justifies the hire. The

weakness is temporary, but real while it lasts.

The second is founder concentration. A single technical founder carries product, early

sales, and customer success until the Year 2 hiring plan adds capacity, and that plan de-

pends on winning enough Year 1 logos to fund it from revenue and the seed. The firm

carries key-person risk through exactly the period when it can least absorb a setback.

The third is no customer references at launch. SMEs ask for peer references before signing

a compliance contract, and a firm with no customers has none to give. The first ten

customers pay a credibility tax, buying before social proof exists, so early acquisition is

slower and more expensive than later acquisition.

The fourth is single-regulation exposure. In Year 1 the platform covers only the EU AI

Act. NIS2, the Data Act, and the Cyber Resilience Act (CRA) sit on the roadmap but

are not shipped, so the firm cannot cross-sell into its base until Year 2. A related risk

sits inside this one: if the Commission publishes a free documentation template under

Article 11(1), the documentation module loses its standalone value. The mitigation is

bundle pricing. Classification, conformity workflows, and post-market monitoring hold

their value even if templating is commoditised, so no single module has to survive for the

business to.
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3.2 Capability stack

VRIO explains why the resources are defensible. The capability stack explains how they

become a working product. Four capabilities carry the value proposition, described in

the order a customer meets them; the moat is what they add up to once the customer-

knowledge layer starts compounding above them.

The first is the risk classification engine, which decides whether a customer’s AI system

is high-risk at all. A language model makes the initial pass and routes borderline cases

to human review, because the model is fast but not yet trustworthy alone. The reason is

concrete: LLM accuracy peaks at roughly 70% on legal reasoning benchmarks (Fan et al.,

2026; Fei et al., 2024),5 high enough for clear cases, far too low to leave a compliance

decision unsupervised. The human layer ships from Day 1, and the model’s calibration

improves with each case, so the share needing review falls over time.

The second is localised regulatory content, which makes the product work across different

national regulators. It tracks each authority’s published guidance and maps the differences

into country-specific workflow templates: a Spanish customer and an Italian customer

each see requirements matched to their own regulator. This is feasible at launch because

Spain’s regulator has published the most extensive national guidance in the EU (AESIA,

2025; Cooper & Oberschelp de Meneses, 2025a), giving the firm a concrete body of rules

to build against from the start.

The third is the conformity workflow, whose design turns the standards delay into an

asset. The first EU technical standard entered public enquiry in October 2025, eight

months behind schedule, with publication expected in late 2026 (Soler2025; European

Commission, 2025). Rather than wait, Compliance.AI ships interpretive workflows now

and updates them as each standard is finalised. For a customer facing a deadline, an

interpretive workflow that exists today beats a perfect one that does not. The delay is not

a problem to manage. It is the window the firm operates in.

The fourth is post-market monitoring, the strongest lock-in in the stack, though its strength

5Both benchmarks test general legal reasoning rather than EU AI Act classification specifically; no

Act-specific accuracy benchmark is yet available.
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arrives late. On Day 1 it is a logging system, and a logging system is easy to replicate.

Its value builds with time: by Month 12 it holds a performance and incident trail that a

procurement team will not discard, because doing so means abandoning the firm’s own

compliance history. The capability that looks weakest at launch anchors the customer

most firmly once data has accumulated.

3.3 SWOT and strategic position synthesis

The SWOT (strengths, weaknesses, opportunities and threats) pulls the internal and ex-

ternal pictures together so the position can be read at a glance. Figure 3.1 maps the Day 1

resources from this chapter against the environment from Chapter 2. The strengths shown

are what exists today, not what the firm plans to build, which keeps the audit honest.
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Figure 3.1

SWOT synthesis.

Helpful to objective Harmful to objective
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STRENGTHS • Day 1 internal

• Founder technical capital.
LLM/SaaS capability and AI Act
expertise in one person.

• Strategic relational capital.
Board advisor: first Google Iberia
employee; 20-year Southern European
network; warm AI Act-scoped pipeline.

•Monitoring architecture.
Case logging and post-market tracking
from Day 1.

WEAKNESSES • internal

• No regulatory expertise at launch.
Head of AI Act Compliance hired Year 1;
human review overhead until then.

• Founder concentration.
Single technical founder until Series A;
zero customer references.

• Single regulation in Year 1.
NIS2, Data Act, CRA on roadmap;
cross-sell limited until Year 2.

OPPORTUNITIES • external

• Enforcement deadline.
The high-risk deadline binds
7,000–15,000 in-scope AI-using SMEs
across the Year 1 markets; SME niche
unoccupied by funded specialists.

• Resource-partitioning vacuum.
Enterprise vendors absent below
USD 30,000 ACV.

• Standards delay.
First EU technical standard not published
until late 2026; interpretive window
open.

THREATS • external

• Deferred enforcement.
Provisional Omnibus deferral dampens
near-term urgency until the deadline
nears.

• Commission documentation
template.
Could commoditise documentation
module if issued.

• Generalist downmarket entry.
Vanta or Drata could ship an AI Act
SME tier inside 18 months.

Strengths and weaknesses derive from the Day 1 resource audit; opportunities and threats derive from

Chapter 2.

The diagram reads as one argument, not four lists. The Day 1 strengths line up against

the regulatory-deadline opportunity, and the standards delay has widened the window in

which those strengths can be used. The race is to convert the temporary advantages into

accumulated customer knowledge before they expire.
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4. MARKETING PLAN

Own the search before the rush.

4.1 Relevant Market

The market case is a four-step funnel: how many SMEs exist, how many use AI, how

many of those face the Act’s heaviest obligations, and how many of those the firm can

reach in Year 1. Each step narrows the count (Figure 4.1).

Step 1: the universe. Spain, Italy and Portugal hold roughly 434,000 companies with

10 to 249 employees (Eurostat, 2025). These firms are large enough to run software that

matters and too small to keep lawyers on staff.

Step 2: the AI users. The AI Act only binds companies that use AI. At the 2025 EU

adoption rate of roughly 20%, some 60,000 of those SMEs already do.

Step 3: the high-risk users. Within that group, the heavy obligations fall on companies

whose AI appears in Annex III of the Act. Annex III is the law’s list of high-risk uses:

software that screens job applicants, scores creditworthiness, grades exams, or controls

access to essential services. A company on that list must produce a technical file, pass

a conformity assessment and monitor the system after launch. That paperwork is the

problem the platform solves. Annex III concentrates in information and communication,

professional and scientific services, and parts of manufacturing: 7,000 to 15,000 of the

AI-using SMEs.

Step 4: the reachable buyers. Not every in-scope SME can be sold to in Year 1. Aware-

ness of the deadline thins toward the smaller firms, budgets cluster at the larger ones,

and France waits until Year 2. An 8 to 10% reach factor gives 700 to 1,200 SMEs the

firm can realistically put an offer in front of: the serviceable addressable market, or SAM

(Figure 4.1).
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Figure 4.1

The Year 1 market funnel.

Universe
∼434,000

SMEs (10–249)

AI users
54,000–66,000

Annex III
in-scope

7,000–15,000

Reachable
SAM

700–1,200

ES ∼175k

IT ∼220k

PT ∼39k

ES 22–28k

IT 28–33k

PT 4–4.5k

ES 3–6.5k

IT 3.5–7.5k

PT 0.5–1.1k

ES 300–500

IT 350–600

PT 50–90

Each stage narrows the count from the full SME universe to the firms the company can realistically reach,

with the country split beneath each stage. Author estimates from Eurostat (2025) Structural Business

Statistics (SBS) and information and communication technology (ICT) usage data.

Why is this market still open? The established vendors cannot afford it. Credo AI and

Holistic AI sell at USD 30,000–150,000 per contract per year through sales teams built

for large enterprises; that cost of selling cannot make money on a EUR 199 customer, so

the SME segment goes unserved (Chapter 1, §1.4). The high-risk enforcement deadline

then gives every in-scope SME a date by which it must act. A gap becomes a queue of

buyers, and no competitor is positioned to serve it.

The Year 1 target is deliberately small against that queue: 30 customers signed during

the year, of which 24 remain active at year end once cancellations are netted out. That is

2 to 4% of the SAM. At the blended average revenue per account (ARPU) of EUR 339

per month (the average across the three paid tiers, derived in Chapter 7, §7.2), those 24

accounts exit Year 1 generating revenue at a pace of EUR 98,552 per year. France and

Benelux add roughly 600–1,150 reachable SMEs from Year 2; the resource partitioning

logic in Chapter 1, §1.4, keeps Spain, Italy and Portugal first.
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4.2 Pricing

EUR 193,000 consulting bill versus a EUR 199 monthly subscription. That is the trade

for every SME with no in-house legal team. Two comparisons close the case: what the

alternatives cost, and what the SME already spends.

What the alternatives cost. Vanta and Drata are the closest SME-priced compliance

platforms. Their entry tiers run USD 7,500–15,000 per regulatory framework per year,

plus implementation fees of USD 10,000–25,000 in the first year (ComplyJet, 2025).

A new customer therefore pays EUR 17,000–36,000 before signing a single compliant

document. Compliance.AI Professional costs EUR 5,988 per year and treats the AI Act

as the core product rather than a paid add-on. That is 65 to 83% below the all-in entry

price of the nearest alternative.

What the SME already spends. Half of small businesses across Spain, the UK, France

and Ireland spend EUR 1,000–50,000 a year on General Data Protection Regulation

(GDPR) compliance (GDPR.eu, 2019), and the upper SME tier spends EUR 20,000–

45,000 (Secure Privacy, 2026). Compliance.AI Professional costs 13 to 30% of that

upper-tier figure. The buyer does not need to justify a new spending category; the sub-

scription fits inside a budget line that already exists.

Two price anchors frame the rest of the space. Above, Credo AI and Holistic AI at

USD 30,000–150,000 per contract do not compete for SME business. Alongside, Euro-

Comply sells breadth across many regulations at roughly EUR 149 per month (EuroCom-

ply, 2026). The EUR 50 premium over EuroComply buys depth: the Annex IV technical

file, the document pack the Act demands for every high-risk system, at a level of detail a

many-regulation platform cannot deliver on any single law.

The critical success factors for the firm in order to establish, sustain and appropriate

a competitive advantage in pricing are transparent EUR denomination, AI Act-specific

depth, and self-service access up to the EUR 499 tier. Those three factors let an SME go

from discovering an obligation to buying the solution in a single web visit.
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4.3 Distribution Plan

Four channels carry the product to market. Each one meets the buyer somewhere they

already are.

Content-led SEO. The SME buyer starts with a question, not a vendor search. A com-

pliance officer who has just heard about the deadline types “is my recruitment tool high-

risk under the AI Act” long before typing a product name. Today, page one for those

searches is informational sites, not products. The firm publishes the answers in Span-

ish, Italian and Portuguese, tied to each national regulator’s guidance, starting from AE-

SIA’s December 2025 publication (AESIA, 2025) and parallel material from AgID and

ANACOM. Whoever answers the question becomes the obvious next step. The model is

proven: Vanta draws roughly 250,000 organic visits a month this way, traffic worth about

USD 128,000 if bought as advertising (Foundation Marketing, 2024).

Law firm and accounting partnerships. Mid-tier privacy practices in Spain (Garrigues,

Pinsent Masons), Italy (Portolano Cavallo, ICT Legal Consulting) and Portugal (VdA,

PLMJ) already advise SMEs on GDPR, and those clients now ask AI Act questions. The

firms cannot answer at scale: drafting Annex IV documentation by hand does not fit

a billable-hour model. The platform gives them a product to resell instead of work to

turn away. Osano’s referral programme sets the playbook: a 10% client discount, joint

marketing, and recurring revenue for the referring firm (Osano, 2025). The law firm

keeps the client relationship and earns a fee; the platform gains a warm introduction from

an adviser the SME already trusts.

Trade association distribution. The European DIGITAL SME Alliance represents 45,000

digital SMEs across 30 national associations and ships a free AI Act Conformity Tool with

EIT Digital (European DIGITAL SME Alliance, 2025). That free tool feeds the funnel

rather than competing with it: it tells an SME whether it has a problem, then stops. It

writes no technical file and runs no workflow. A firm that discovers an Annex III obliga-

tion through the tool arrives needing exactly what the platform sells.

Article 57 regulatory sandboxes. Sandboxes are supervised test programmes that na-

tional regulators must run for high-risk AI projects. AESIA selected 12 such projects
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in April 2025 (AESIA, 2025). Participants are the most qualified leads in the market:

they hold a high-risk system, a live relationship with the regulator, and a deadline. The

sandbox tests their system but does not produce its compliance documentation, so the

platform enters as the tooling underneath the project. Every member state must run at

least one sandbox, so the channel repeats in Italy and Portugal from Year 2.

The cost of these channels is measured as customer acquisition cost (CAC): the sales

and marketing money spent to win one customer. Year 1 non-salary CAC is EUR 400 (a

EUR 12,000 budget against 30 customers), which the EUR 199 Essentials subscription

repays in 3.4 months (Chapter 7, §7.4). From Year 2, with a dedicated Account Executive

on payroll, fully loaded CAC rises to EUR 800–1,200 and the payback period to roughly

seven months. Both sit inside the KeyBanc 2024 benchmark of under 12 months for SMB

software (European Digital SME Alliance, 2025; KeyBanc Capital Markets, 2024). Every

channel above pushes CAC toward the lower bound: three of the four cost content and

referral fees, not salaries.

4.4 Communication Strategy

Positioning. Compliance.AI is the EU-native, SME-priced AI Act compliance platform

for Spanish, Italian and Portuguese businesses subject to Annex III. Figure 1.2 places it in

the low cost-to-customer, high regulatory depth quadrant: the position incumbents cannot

reach without dismantling their own sales model.

Differentiation. Five properties separate the firm from competitors that name SMEs in

their marketing and then price them out:

• Native Spanish, Italian and Portuguese UI, documentation templates and support.

• EU-only data residency, with no Standard Contractual Clauses dependency on US

infrastructure.

• An Article 11(1) simplified Annex IV template generator, the first SME-specific

tool in the category.
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• Templates aligned to AESIA, AgID and ANACOM guidance, updated within days

of any authority change.

• Transparent EUR pricing on the website. No sales call up to the EUR 499 tier.

Customer journey. Regulator-aligned content and sandbox visibility create awareness.

The free classification tool and deadline tracker turn a visitor into an active user. An-

nual contracts close the sale and cut churn 30–40% against monthly billing (OpenView

Partners, 2022; ProductLed, 2024). The customer then renews for a simple reason: new

authority guidance lands in the platform within days, not within a US vendor’s release

cycle, and falling behind costs more than the subscription.

Year 1 key performance indicators (KPIs). Six metrics connect this chapter to the

Chapter 7 financial plan (Table 4.1).

Table 4.1

Year 1 marketing KPIs.

Metric Year 1 target

Freemium activations 600–1,000

Freemium-to-paid conversion 3–5%

Paid customers (eop, net of churn) 24 net (30 gross)

Blended ARPU EUR 339/month

Non-salary CAC EUR 400

Non-salary CAC payback 3.4 months

Targets aligned to the Chapter 7 base case and SMB SaaS benchmarks (Benchmarkit, 2025b; KeyBanc

Capital Markets, 2024; OpenView Partners, 2022). Fully loaded CAC and payback from Year 2: see

Chapter 7, §7.4. eop = end of period.

The funnel arithmetic is short. 600–1,000 free sign-ups at a 3–5% conversion rate produce

30 paying accounts. 30 × EUR 339 = EUR 10,170 in contracted monthly revenue. After

3.5% monthly churn, 24 accounts carry into the Year 1 exit at an EUR 98,552 annual

recurring revenue (ARR) run rate. That is the target.
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5. HR PLAN – THE TEAM

Three people. One deadline. Credibility on day one.

Three people close the gap that kills early B2B SaaS. A legal officer will not sign off on

a compliance platform built by a data scientist with no AI Act credentials on the team.

Italian buyers will not engage with a product that has never heard of AgID. And two

markets cannot run on one founder. Year 1 hires one domain expert and one Italian com-

mercial operator. That is the plan.

The model follows Lepak and Gowan (2017): workforce planning and job design, man-

aging employee competencies, and managing employee attitudes and behaviours.

5.1 Workforce Planning and Job Design

5.1.1 Workforce planning

Year 1 runs on three people. The founder takes zero salary and covers engineering,

product and co-sales across Iberia. Two paid hires fill the gaps the founder structurally

cannot close: a Head of AI Act Compliance based in Lisbon or Madrid, and an Italy

Lead based in Milan. A named advisory board sits alongside, anchored by Miguel de Re-

ina, on phantom share agreements: contracts that pay a share of any future exit value

without issuing real shares, so the advisors earn upside while the ownership register stays

clean.

Three is not a compromise. Index Ventures (2017) benchmarks European seed-stage

teams at roughly ten people on EUR 1 million raised; Compliance.AI runs three people

on a EUR 400,000 seed. Vanta reached its first 600 customers on founder-led sales and an

engineering-only team, adding governance specialists later (Sacra, 2024b). We add ours

on day one. The difference is the rulebook. SOC 2 and GDPR are codified; the AI Act is
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not. Waiting to hire credibility is the mistake Vanta could afford. We cannot.

Italy is the second constraint to remove. Law no. 132/2025, signed on 23 September 2025,

is the first national AI statute inside the EU (Legge 23 settembre 2025, n. 132 – Dispos-

izioni e deleghe al Governo in materia di intelligenza artificiale, 2025). It names AgID

as the accreditation authority and authorises up to EUR 1 billion of public investment

in Italian AI and cyber SMEs (Bonsignore et al., 2025). Credo AI is in Palo Alto; Hol-

istic AI is in London. Neither has Italian-language documentation, an avvocato on staff,

or a Milan office. A local-language specialist reaches a periphery the generalists cannot,

and the Italy Lead is how that periphery converts in Year 1.

Advisory board. Miguel de Reina is the first and most active advisor. He was the first

employee of Google Iberia, where he built the commercial operation from a single hire to

a team of 50+ between 2003 and 2006. He now runs Brainy S.L., a Madrid marketplace

consultancy whose clients run automated pricing and advertising pipelines on Amazon,

AliExpress and Mercado Libre. Those pipelines fall within AI Act Article 4 and, depend-

ing on configuration, Annex III. His client base is therefore a warm prospect list before

cold outreach starts. Miguel will also source the Italy Lead through his network, cutting

search risk on the most commercially critical Year 1 hire. His terms: a phantom share

agreement equivalent to 2.0% of exit value, vesting monthly over two years, with a 30-

day termination clause. Phantom shares were chosen over a standard advisor share grant

(FAST) to keep the cap table clean ahead of a future Series A (Index Ventures, 2017). Two

to three further advisors with EU AI governance and data-protection backgrounds fill the

remaining 1.5% of the 3.5% pool at 0.25–0.5% each. Figure 5.1 shows the resulting

Year 1 structure: two reporting lines into the founder, with the advisory board alongside.

Year 2 adds up to four roles. Each hire fires on a measurable trigger, not a calendar

date, and the base case lands three of them inside Year 2. An engineer joins when the

founder’s capacity blocks the product roadmap for more than two weeks. An Iberia Ac-

count Executive (AE) follows once the founder and Italy Lead run at full sales capacity.

A Customer Success (CS) Manager joins once ARR crosses EUR 240,000 and onboard-

ing outgrows founder bandwidth (Chapter 6, §6.2); the base case crosses that threshold

during Year 2. The French-speaking commercial lead joins three months before France

and Benelux open.
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Figure 5.1

Year 1 organisational chart.

Founder / CEO
Engineering +
Iberia co-sales

Head of AI Act
Compliance

Lisbon or Madrid

Italy Lead
Milan

Advisory Board
Miguel de Reina + 2–3

(phantom share,
off cap table)

Engineer
capacity trigger

Iberia AE
sales-capacity trigger

CS Manager
ARR e240k trigger

Year 2 additions, trigger-based (Chapter 5)

Year 2 hires shown as dashed ghost roles. Solid lines indicate Year 1 reporting relationships; long dashes

indicate advisory and trigger-based Year 2 additions. Each Year 2 role fires on a measurable trigger, not a

calendar date.

5.1.2 Job design

Founder / CEO. Engineering, product, and Iberia co-sales in Year 1. Territory: Portugal

in full and one third of Spain. Sales runs in Spanish, Portuguese, and English. Technical

scope covers all four Chapter 1 modules. One hybrid data-science / Master in Manage-

ment (MiM) profile covers all this.

Head of AI Act Compliance. The hire that makes the Essentials and Professional tiers

credible. They draft Annex IV templates for high-risk systems, own the regulatory-update

queue against AESIA, AgID, and ANACOM guidance, and run the customer trust calls

the founder cannot cover alone. Profile: four to nine years of data-protection or AI-

governance practice, AI Governance Professional (AIGP) certified or willing to certify

within ninety days, AI Act fluency shown through publications or advisory work, working

Spanish and English. Lisbon is the preferred base; Portugal’s 24.75% employer social-

charge load, the tax an employer pays on top of salary, is the lowest across the three Year 1

markets (PwC Worldwide Tax Summaries, 2025b).

Italy Lead. A commercial hire, not a compliance one. The Italy Lead owns all Italian

sales and marketing plus two thirds of Spain, working alongside the founder on Span-
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ish mid-market outreach. The profile is a B2B SaaS operator with proven Italian enter-

prise relationships, sourced through the advisory network. The Head of Compliance and

platform content supply the regulatory depth; the Italy Lead supplies market access and

closes deals. No avvocato qualification required. The ability to sell to a CFO in Italian is.

Milan-based, on a low fixed base plus commission on net new ARR, so the upside is tied

to results.

5.2 Managing Employee Competencies

5.2.1 Recruitment

The Year 1 recruitment budget is zero in agency fees. LinkedIn Recruiter handles out-

bound; founder and advisor referrals carry inbound; the Italy Lead search is already warm

through Miguel. Both roles open in parallel in the first quarter, with three to four months

allowed to fill each.

Supply is thin. The AIGP-certified population is small globally (International Association

of Privacy Professionals, 2025), and Iberia and Italy hold a fraction of it, with banks like

Mediobanca and Intesa Sanpaolo bidding for the same Milan candidates. Compliance.AI

cannot match those base salaries. The pitch is equity, category ownership, and the chance

to build the market first.

5.2.2 Selection

Selection follows the person-organisation fit approach in Lepak and Gowan (2017). Stra-

tegic context comes first. A specialist firm needs candidates who prioritise regulatory

aptitude and product instinct over law-firm pedigree.

The Head of Compliance screening is short and produces usable work. A 30-minute

regulatory-fluency call filters out generalists. A two-hour timeboxed work sample asks the

candidate to draft an Annex IV technical documentation template for a hypothetical SME

running a CV-screening AI. The output is a content asset whether or not the candidate is

hired.
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The Italy Lead work sample is different. No documentation templates. The candidate

receives a one-page product brief and runs a simulated discovery call with the founder

playing a sceptical Italian operations manager. Regulatory accuracy is not the test. Com-

mercial instinct is. Two reference calls with prior B2B peers close the process. No HR

consultancy. No assessment platform.

5.2.3 Training

Year 1 training centres on two certifications. The Head of Compliance pursues the IAPP

AI Governance Professional credential (EUR 1,500–2,000; International Association of

Privacy Professionals, 2025); the founder pursues PECB ISO/IEC 42001 Lead Auditor

(EUR 750–2,300). ISO/IEC 42001, the first AI Management System standard, is what

procurement teams will ask for the way they now ask for SOC 2. Year 1 training spend:

about EUR 4,000.

Article 4 of the AI Act, in force since 2 February 2025, requires providers and deployers

to ensure their personnel hold demonstrable AI literacy. We run an internal AI-literacy

programme as both regulatory obligation and sales proof point. The team selling SMEs

an AI-literacy template runs one itself.

5.3 Managing Employee Attitudes and Behaviours

5.3.1 Performance

The team works in quarterly objectives with measurable key results (OKRs). Three top-

level Year 1 OKRs frame the work: 24 net paid customers (30 gross), an ARR run rate

of EUR 98,552 at the Year 1 exit, and zero customer regulatory escalations unresolved

beyond five working days. The first two link to Chapter 4 Table 4.1 and the Chapter 7 base

case. The third exists because reputation is the main sales asset in a 700-firm reachable

market: one mishandled escalation costs three new customers through reference damage.

Role-specific KPIs sit underneath. Net new ARR for the founder, against the one-third

Spain and full Portugal territory. Template velocity and a customer trust score (NPS) for
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the Head of Compliance. Italian net new ARR and two-thirds Spain ARR co-ownership

for the Italy Lead. The Year 1 net revenue retention target is 95%: the firm aims to keep

95 cents of every revenue euro from the prior year after churn and upgrades, in line with

the Appendix A.3 assumption and the SMB SaaS benchmark range (Benchmarkit, 2025b;

KeyBanc Capital Markets, 2024).

5.3.2 Compensation

The founder takes zero salary in Year 1. The policy reviews at the earlier of three events:

ARR crossing EUR 240,000, any external financing event, or month 18. The trigger is

fixed in advance. Index Ventures (2017) is direct on the point: extended unpaid founder

time correlates with distressed bootstrapped exits, and equity to a serious early hire buys

more runway than skipping a salary.

The two hires are paid to match their roles. The Head of Compliance sits at EUR 50,000

base, defensible against Glassdoor and ERI SalaryExpert ranges for Iberian data-protection

officers in 2025–2026, with a 1.0% equity grant on four-year vesting and a one-year cliff.

The Italy Lead sits at EUR 30,000 base plus a 10% commission on the first-year value of

every new contract closed, paid quarterly in arrears, with the same 1.0% equity grant. At

the base-case sales target the Italy Lead costs the firm about EUR 57,000 (EUR 46,450

fixed plus roughly EUR 10,550 commission) and earns about EUR 40,550. The structure

rewards output, not presence.

Advisory equity follows Carta first-hire benchmarks (Carta, 2024). Miguel de Reina holds

2.0%; the remaining 1.5% pool splits across two to three domain advisors at 0.25–0.5%

each, all on phantom share agreements with two-year monthly vesting and a 30-day ter-

mination clause. Real dilution at the end of Year 1 is therefore 2.0%, from the two em-

ployee grants. The 3.5% advisory pool is phantom and touches no shares on the cap

table.
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Table 5.1

Year 1 team compensation plan.

Role Base (EUR) Employer load Other Total fixed (EUR) Equity

Founder / CEO 0 0 2,000 2,000 existing

Head of Compliance (Lisbon) 50,000 12,375 (24.75%) 5,500 67,875 1.00%

Italy Lead (Milan) 30,000 8,700 + 2,250 TFR 5,500 46,450 1.00%

Year 1 total (fixed) 80,000 23,325 13,000 116,325 2.00% real + 3.5% phantom (adv.)

Employer-load percentages: Portugal social security 23.75% plus accident insurance and wage guarantee

fund bringing the all-in load to 24.75% (PwC Worldwide Tax Summaries, 2025b); Italy INPS plus

accident contributions ∼29%, with a separate 7.5% Trattamento di Fine Rapporto (TFR) severance accrual

(PwC Worldwide Tax Summaries, 2025a). “Other” covers private health, equipment and certifications.

Italy Lead commission (10% of closed first-year ACV, paid quarterly) is variable and excluded from the

fixed total; on-target earnings (OTE) ceiling at base-case acquisition target is approximately EUR 57,000.

5.3.3 Benefits

The benefits stack matches early-stage European tech practice: private health insurance

at EUR 600–1,200 per employee per year, a one-off EUR 2,000 equipment budget, and

the EUR 1,500 annual learning budget that funds the certifications above. Remote-first

by default. Statutory thirteenth and fourteenth-month payments in Iberia and the Italian

TFR severance accrual sit inside Table 5.1.

The critical success factors for this team in order to establish, sustain and appropriate

a competitive advantage in the SME compliance market are domain credibility, local-

language commercial presence in Year 1 markets, and founder-led engineering velocity.

Those three factors will determine the trust signal the firm projects, close the localisation

gap in Italy, and keep the product moving while sales scales. The HR risks – founder

concentration, zero-salary expiry, and specialist scarcity in Madrid and Milan – carry into

Chapter 9.
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6. OPERATIONS

Software ships. Trust is built.

Compliance.AI sells software, so most of operations is the software running itself. What

remains human is small and decisive. Three questions decide whether the firm works in

Year 1: how a new customer becomes productive in the first month, how a three-person

remote team stays coordinated, and how a pre-revenue company earns enough trust to

close its first thirty customers. This chapter answers each in turn.

6.1 Service delivery and infrastructure

The platform runs on Amazon Web Services (AWS) in Frankfurt. A second, ready-to-

activate copy waits in Dublin in case Frankfurt fails. Both locations sit inside the EU, and

that is the point. Customers store the evidence of their own compliance on the platform.

Hosting that evidence outside the EU would create a new cross-border data problem on top

of the one the customer pays to remove. EU hosting is therefore fixed in the architecture,

not negotiated contract by contract.

Customers normally share the same infrastructure, which keeps costs low. A customer

paying more than EUR 15,000 per year can have its data held on separate, isolated servers

instead. Isolation is expensive, so only the largest accounts need it and pay for it.

The reliability promises are simple. The contract guarantees that the service is available

99.5% of the time; the firm runs to a stricter internal target of 99.9%, so the promise has

headroom. If the system fails, two limits apply: at most one hour of data can be lost,

and the service returns within four hours. Encrypted copies of all customer data are saved

every day in both regions to keep those limits real.

The stakes behind these numbers are specific. The AI Act obliges companies to keep logs

of how their AI systems behave (Article 12). Logs record the past, and the past cannot
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be re-recorded. A customer with nine months of logs on the platform holds a record it

cannot rebuild anywhere else. The backups protect that record, and the record keeps the

customer: leaving Compliance.AI means leaving the audit trail behind.

6.2 Client onboarding

Onboarding is the first compliance deliverable, not an administrative step. The platform

creates the account automatically; the founder builds the relationship.

The sequence is fixed. Day 0: the contract is signed, payment is set up through Stripe, and

the account goes live with no waiting. Days 1–3: the founder runs a 60-minute call with

a set agenda: classify the customer’s AI systems by risk, import the full system inventory,

and confirm which systems fall under the Act’s high-risk list (Annex III). The customer

leaves the call with a complete system profile and a named compliance owner inside its

own organisation.

Week 2: the platform produces the first draft of the technical documentation the Act

requires (the Annex IV file). The customer reviews flagged items inside the platform

itself, with no email chains and no version confusion. Week 4: a 30-minute checkpoint

call closes open items and any new requirements from AESIA, the Spanish supervisory

authority. Month 3: the first post-market monitoring cycle (Article 72) completes and

the customer holds a full audit trail. The renewal conversation starts there, nine months

before the contract anniversary.

The founder runs every onboarding call for the first thirty customers. The Italy Lead

takes Italian onboardings from the second quarter. A dedicated Customer Success hire

takes over once annual recurring revenue passes EUR 240,000, which the base case places

early in Year 3. Until then, the founder owns every activation.

6.3 Team operating model

The firm runs fully remote in Year 1. The entire office budget is EUR 150 per month:

one co-working day per week at Utopicus Gran Vía in Madrid. Client meetings happen
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at the client’s premises or at a desk booked for the day. Credibility comes from a working

product and a founder who shows up, not from a lease.

The weekly rhythm does not move. Monday: a 30-minute all-hands with a written record

in Notion. Wednesday: a 60-minute regulatory review between the founder and the Head

of Compliance. Friday: a 45-minute pipeline review between the founder and the Italy

Lead. Client calls fill Tuesday and Thursday afternoons, capped at three per day, so the

founder writes code in the mornings.

Miguel de Reina (Chapter 5) meets the founder once a month to review the pipeline,

Southern European introductions, and positioning. His phantom-share agreement costs

the firm no cash; a EUR 5,000 advisory stipend sits in the Year 1 payroll reconciliation

(Appendix A.3).

Travel is deliberate and cheap. Any account worth more than EUR 7,000 per year gets

one in-person founder visit at signature. The EUR 15,000 threshold from §6.1 is separate:

it governs where data lives, not who gets a visit. Italy gets a founder trip to Milan each

quarter; Portugal is handled remotely through the channels in Chapter 4. The full Year 1

travel budget is EUR 1,800.

6.4 Regulatory content pipeline

The platform updates on two clocks. Product code ships weekly. Regulatory content

ships within 14 days of a new rule or guidance document being published. That second

clock is a customer-facing promise, sold against US competitors whose content updates

run quarterly.

The 14 days follow five fixed steps. Day 1: an analyst logs the new document. Day 3:

a Spanish or Italian-qualified lawyer confirms whether it is legally binding and whom

it covers. Day 7: the team drafts the rule changes and the customer checklist updates.

Day 10: a second reviewer checks the work and tests it against real customer scenarios.

Day 14: the update goes live with a changelog inside the platform.

The pipeline has material to process from day one. AESIA published 16 guidance doc-

uments in December 2025, and these form the launch baseline (AESIA, 2025). The
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European harmonised standards now in development, led by prEN 18286 on quality man-

agement, enter the same pipeline as they publish (European Commission, 2025).

6.5 Compliance, partners and data governance

A compliance company must be visibly compliant itself. Two perimeters apply from day

one.

The first is GDPR. Standard data processing agreements (Article 28) govern every cus-

tomer relationship. The security measures GDPR requires (Article 32) are in place before

the first invoice: stored data is encrypted, connections are encrypted, access is limited

by role, and customers are notified of any incident within 72 hours. On top of GDPR,

the firm pursues SOC 2, an independent security audit that larger buyers expect from any

software vendor. Observation starts in Q2 of Year 1, the first report (Type I) arrives by Q4

of Year 1, and the stronger Type II report by Q3 of Year 2. The combined budget for the

platform work, the audit, and penetration testing is EUR 60,000 to 90,000, spread across

Years 1 and 2.

The second perimeter is the AI Act applied to Compliance.AI itself. The platform recom-

mends risk classifications; a named human must approve each recommendation before it

takes effect. That single design choice keeps the platform on the right side of the Act’s

line: it is a decision-support tool under Article 14, not an automated decision-maker that

would itself count as high-risk (Regulation (EU) 2024/1689 of the European Parliament

and of the Council of 13 June 2024 laying down harmonised rules on artificial intelligence

(artificial intelligence act), 2024). Without the human gate, Compliance.AI would carry

the same monitoring obligations it sells to its customers. The choice is documented in the

technical file and in the customer licence agreement.

Five vendors carry the stack. AWS Frankfurt is the sole cloud provider until revenue

passes EUR 5 million. Stripe handles card and Single Euro Payments Area (SEPA) pay-

ments; GoCardless handles direct debit on annual contracts. Integrations with the ac-

counting and enterprise resource planning (ERP) systems SMEs already use deploy in

market order: Holded and Sage for Spain, TeamSystem for Italy, Primavera BSS for Por-

tugal.
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The infrastructure is rented. The trust is not.
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7. FINANCIAL PLAN

Profitable by design, not by luck.

The initial investment required to finance Compliance.AI is EUR 400,000, of which

EUR 80,000 is founder equity. The firm will have a negative net income in the first

two full years of operation. From Year 3 the net income is positive and increasing. The

net income will be EUR (185,549), EUR (199,228), EUR 77,963, EUR 594,787 and

EUR 1,435,519 respectively.

The objectives of the firm are to be operationally profitable and free-cash-flow positive

from Year 3 onwards. The required return on investment is 30% on the external angel

tranche. The full five-year statements sit in Appendix A.4; this chapter explains, in plain

terms, where the money comes from, where it goes, and why the numbers hold together.

7.1 Investment and Funding Plan

An SME that reaches the same compliance position through consultants pays around

EUR 193,000. The platform charges EUR 199 per month (Laurer et al., 2021). That

price gap is the demand the seed finances.

The logic of the raise is simple. The firm spends more than it earns for two years, so

it needs enough cash to cover those losses plus a safety margin. Operations consume

EUR 172,143 of cash in Year 1 and EUR 171,641 in Year 2, then generate cash from

Year 3. Add two years of equipment and software purchases and the business needs

EUR 370,000 before it funds itself. A EUR 30,000 cushion covers the end of Year 2,

when the bank balance is thinnest. EUR 370,000 of need plus EUR 30,000 of cushion is

the EUR 400,000 raised. Not a euro more.

The four sources behave differently. Founder equity and the angel tranche buy shares:

together they put EUR 325,000 of paid-in capital on the balance sheet. The ENISA line is
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Table 7.1

Seed funding structure.

Source Amount (EUR) %

Founder equity 80,000 20%

External angel / pre-seed 245,000 61.25%

ENISA Digital Credit Line (Spain) 50,000 12.5%

Startup Portugal voucher programme 25,000 6.25%

Total seed 400,000 100%

a loan from the Spanish state at 4 to 6% interest, with no capital repayments until the end

of the term (ENISA — Empresa Nacional de Innovación, 2025). The Startup Portugal

voucher is a grant the firm never repays (Startup Portugal, 2025). The loan and the grant

bring in EUR 75,000 without the founder selling a single extra share.

7.2 Key Assumptions

Four assumptions drive every number in this model. First, price. The average customer

pays EUR 339 per month, a weighted average of the tier mix priced in Chapter 4: 70%

of customers on the EUR 199 Essentials tier, 25% on Professional, 5% on Enterprise.

Second, churn, the share of customers who cancel each month. It starts at 3.5% and falls

to 1.8% by Year 5, the benchmark for software sold to small businesses (UserMotion,

2024). Third, gross margin, the part of each euro of revenue left after the direct cost of

serving a customer. It starts at 60%, because a human still reviews early documentation,

and reaches 82% by Year 5 as software takes over that work (Benchmarkit, 2025a; Lighter

Capital, 2024). Fourth, volume: the base case adds 30 new customers in Year 1. The full

assumption set, with sources and confidence ratings, sits in Appendix A.3.

One calendar note: Year 1 starts at the August 2027 platform launch (Chapter 8). The

pre-launch period, July to December 2026, builds the product and earns nothing. Year 1

therefore contains only five selling months, August to December 2027.

The 30-customer base case is the honest number. The founder closes ten customers, the
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Italy Lead converts ten inbound from Milan, and organic content brings the final ten.

Churn takes its share: 30 new customers become 24 by year-end, worth EUR 49,276 of

recognised revenue. The model assumes no enterprise deals and no advisory windfalls.

7.3 Financial Statements

Each statement answers a different question. The income statement asks whether the firm

earns more than it spends. The cash flow statement asks whether there is money in the

bank. The balance sheet checks that everything adds up. Together they tell one story:

revenue climbs from EUR 49,276 to EUR 3.7 million across five years, profit arrives in

Year 3, and cash never runs out on the way there. Table 7.2 carries the headline; the full

statements sit in Appendix A.4.

Table 7.2

Financial summary: base case (EUR).

Y1 Y2 Y3 Y4 Y5

Revenue 49,276 308,772 989,963 2,134,787 3,708,519

EBITDA (181,049) (189,228) 88,963 606,787 1,453,519

Net income/(loss) (185,549) (199,228) 77,963 594,787 1,435,519

Cash, end of year 219,857 30,216 125,885 735,475 2,177,571

Income statement. Revenue follows the customer count: 24 customers at the end of

Year 1, 301 by Year 3, 843 by Year 5. The gross margin widens from 60% to a Year 3

peak of 84%, then settles at 82% as Enterprise accounts add bespoke review hours. Net

income turns positive at EUR 77,963 in Year 3 and compounds from there. The firm also

pays no tax until Year 4. Spanish law lets a company use past losses to cancel future

taxable profit, and the EUR 384,777 lost in Years 1 and 2 shields the Year 3 profit and

part of Year 4. From Year 4 Spain’s reduced 15% rate for new companies applies (Price-

waterhouseCoopers, 2025); the figures shown are pre-tax, with the tax effect quantified in

the Appendix A.4 footnote and funded from operating cash flow.

Cash flow. The cash line looks odd at first sight. The firm loses EUR 185,549 in Year 1
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yet ends the year with EUR 219,857 in the bank. Two things explain it. The EUR 400,000

seed lands that year. And subscription customers pay in advance, so cash arrives before

the revenue is earned; accountants book the difference as deferred revenue. That prepaid

cash grows with the customer base and funds part of the losses from inside the business.

The bank balance bottoms at EUR 30,216 at the end of Year 2, the tightest moment of the

plan, then climbs.

Balance sheet. Assets equal liabilities plus equity in every year, the proof that the three

statements agree. Cash is the largest asset and deferred revenue the largest liability, the

normal shape for a software firm that owns little physical equipment. Accumulated losses

push equity slightly negative in Year 2, the same trough the cash statement marks, and

equity recovers from Year 3 as profits are retained.

7.4 Unit Economics and Viability

Unit economics answer one question: is a single customer worth more than the cost of

winning them? Two numbers decide it. Lifetime value (LTV) is the gross profit one

customer generates before cancelling. Acquisition cost is what the firm spends to win

them. At the EUR 199 entry tier, lifetime value is EUR 3,411, set by the price, the

60% gross margin and 3.5% monthly churn. The founder wins that customer for about

EUR 400 in Year 1, so the customer is worth more than eight times what they cost, and

the cost is recovered in 3.4 months of subscription payments. From Year 2 a salaried

salesperson raises the fully loaded acquisition cost to EUR 800–1,200 and the recovery

period to roughly seven months (Bessemer Venture Partners, 2024; Hays, 2025). Both

years sit well inside the 3:1 lifetime-to-acquisition ratio investors treat as the minimum.

Two tests decide whether the plan funds itself. EBITDA, the operating profit before

interest, tax and depreciation, breaks even in Year 3, 33 months from inception. The

EUR 400,000 seed is recovered from cumulative cash flow during Year 5, by which point

the operating margin reaches 39%. The firm reaches profitability on the seed alone. No

second raise is required.
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7.5 Scenario Analysis and Contingency

The base case turns on one number: customers won in Year 1. Four scenarios stress it,

from a bull case of 60 customers to a downside of 8, with the full grid in Appendix A.5.

The capital need moves with the outcome. The bull case breaks even in 18 months

on EUR 350,000, the base case in 33 months on EUR 400,000, the bear case needs

EUR 500,000 and the downside EUR 600,000.

In case of a pessimistic scenario, with a sustained 25% fall in monthly customer additions

or a further delay to the high-risk enforcement deadline, Compliance.AI should follow a

focused exit strategy: cut spending to a single founder on zero salary, end the Italy Lead

engagement, and sell the firm or its technology to a larger compliance platform such as

Vanta or Drata seeking EU AI Act content. In a more optimistic scenario, with 1.5 to

2 times base-case growth or an early launch into France and Benelux, the firm should

evaluate an accelerated Series A at a EUR 10–15 million valuation before new money,

consistent with market multiples for compliance software at EUR 1 million of annual

recurring revenue (Bessemer Venture Partners, 2024).

The critical success factors for the firm in order to establish, sustain and appropriate a

competitive advantage in the financial plan are an acquisition cost below EUR 1,137, one

third of lifetime value; a cash burn that stays inside the seed through Year 2; and net

revenue retention above 100% before the Series A, meaning existing customers spend

more on upgrades than the firm loses to cancellations. Those three factors will determine

the investor case, drive expansion revenue, and sustain runway to breakeven. The product

offered is both scarce and relevant in Spain, Italy and Portugal, and will therefore help

Compliance.AI to establish a competitive advantage.
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8. IMPLEMENTATION PLAN

Build to the deadline. Compound after it.

One date organises everything: 2 December 2027, when the deferred high-risk enforce-

ment deadline takes effect. Every in-scope SME must hold compliant documentation by

that morning. The whole plan is built backwards from it.

The backward logic fixes the launch date. A customer needs months, not days, to classify

their AI systems, generate the documentation, and file it. Launching in August 2027

leaves a customer sixteen months to reach compliance before the deadline closes. Launch

any later and the platform arrives too late to be useful; launch earlier and it ships before

the product is safe to trust. August 2027 is the date the deadline allows, and that date

fixes everything before it. Table 8.1 maps seven workstreams across five phases from

incorporation through Year 5 profitability. Darker shading marks the build or ramp phase

for each workstream; lighter shading marks steady-state operations.

8.1 The Critical Path: Build First, Sell Second

A customer cannot buy a product that does not exist. The pre-launch period, July to

December 2026, has one job: build the minimum viable platform, the risk classifier and

the documentation generator, and earn nothing while doing it. This is why Year 1 in the

financial model holds only five selling months. The cost is real: six months of cash burn

before the first euro of revenue arrives. The reason is structural. Regulatory software

that misclassifies on the first day destroys the trust the whole business depends on, so the

product is built before it is sold, not alongside.

Two workstreams run together through pre-launch because each one feeds the other. Reg-

ulatory intelligence maps the Act’s obligations into rules a machine can read. The plat-

form turns those rules into a working classifier. Map first, build second. A classifier built
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Table 8.1

Implementation roadmap.

Workstream Pre-launch

Jul–Dec 2026

Year 1

2027

Year 2

2028

Year 3

2029

Years 4–5

2030–2031

Milestones Aug: launch
2 Dec: deadline

Mo. 33: EBITDA
breakeven

seed recovered

Platform & product MVP: risk classifier +

doc generator

Launch Aug;

conformity &

monitoring modules

Annex III templates;

API layer

Multi-tenancy;

enterprise tier

Platform maturity;

M&A optionality

Regulatory

intelligence

Map Act obligations;

horizon-scan

Monthly digest;

advisory board input

High-risk deep dives Ongoing monitoring Steady state

Sales & marketing Spain & Portugal

partner pipeline

30 gross customers;

Italy launch Q2

France & Benelux;

MDF with law firms

Inbound & channel

scale

Enterprise & Series A

prep

Team build Francisco full-time;

incorporation & seed

Head of Compliance

Q1; Italy Lead Q2;

advisor live

+3 FTEs: engineer,

Iberia AE, CS

Manager (Ch. 5)

Engineering & CS

scale-up

Scaled team

Infra & security Cloud stack; SOC 2

roadmap; GDPR

controls

ISO 27001 prep;

pen-test cycle 1

SOC 2 Type II; EU

data residency

Infra optimisation Steady state

Partnerships Identify Iberian law

firm + accountancy

partners

Referral agreements

ES/PT/IT signed

FR/BE/NL channel;

Big Four pilot

Channel expansion Strategic alliances

Finance & legal SL incorporation;

e400k seed; ENISA

Monthly burn vs.

runway; seed deployed

EBITDA breakeven

watch (month 33)

Series A preparation Profitability; investor

exit options

Seven workstreams across five phases from inception to profitability. Darker cells mark the build or ramp

phase for each workstream; lighter cells mark steady-state operations. Abbreviations: FTE = full-time

equivalent; MDF = market development funds; API = application programming interface; SL = Sociedad

Limitada; M&A = mergers and acquisitions.
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before the obligations are mapped would encode guesses, and guesses are the one thing a

compliance tool cannot ship.

The launch in August 2027 then opens the five-month selling window that produces the

30 gross customers of the Year 1 base case (Chapter 7). Two further modules, conformity

workflow and post-market monitoring, ship in the same year, so that a customer who

classifies in August can document, file, and begin monitoring before the December 2027

deadline.

8.2 The Team Arrives in the Order the Work Demands

Each Year 1 hire is timed to a dependency, not to a calendar. The founder carries product,

sales and regulatory contact from incorporation. Two hires then land in sequence, each

one clearing the work that follows it (Chapter 5).

The Head of AI Act Compliance joins in the first quarter, before the conformity module

ships. Article 14 of the Act requires a qualified human to review high-risk classifications,

so the platform cannot offer that module without the hire in place. The sequence is forced

by the regulation, not chosen for convenience. The Italy Lead joins in the second quarter,

timed to the Italy launch in the same quarter, and converts ten of the thirty Year 1 custom-

ers from Milan inbound. Three further hires, an engineer, an Iberia Account Executive

and a Customer Success Manager, follow in Year 2 once revenue covers them.

8.3 Security Compounds into a Sales Asset

Security work starts in pre-launch and pays off two years later. The cloud stack, the GDPR

controls and EU data residency are in place from the first day, because a compliance

product that leaks data has no claim to make. The larger certification, SOC 2 Type II,

arrives in Year 2. The delay is not slack. The standard requires an observation window

of six to twelve months before the certificate can be issued, so Year 2 is the earliest it can

complete.

That certificate is worth the wait. It opens the enterprise tier, where buyers demand proof
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of security before they sign, and it answers the cyber risk treated in Chapter 9. Security

spending in Year 1 is therefore not a cost centre. It is the foundation the Year 2 enterprise

revenue stands on.

8.4 The Sequence Funds Itself

Every phase is sized so the cash from the round carries it to the next. The EUR 400,000

seed covers operating burn of EUR 343,784, capital expenditure of EUR 26,000, and a

EUR 30,216 Year 2 cash cushion, with no second raise required before EBITDA break-

even in month 33 from inception. The build phase is funded by the seed, the ramp by the

seed plus early revenue, and the steady state by the business itself.

The roadmap reaches profitability on the capital it starts with. Build to the deadline. Then

let the platform compound.
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9. CRITICAL RISKS AND CONTINGENCY PLAN

Name the risk. Pre-commit the response.

Chapter 7 stress-tests revenue; this chapter stress-tests strategy. Ten risks could break the

plan. Four would kill it. We name them, score them, and pre-commit the response.

9.1 Risk Framework

Every risk is scored on two questions: how likely is it, and how much damage does it

do if it happens? Each answer is Low, Medium or High, and the combination places the

risk in one of three bands: Green (monitor), Amber (active mitigation) or Red (material).

Figure 9.1 plots the ten risks the firm tracks. Four land in the Red band and receive

their own treatment below. The full register, with owners and trigger metrics, sits in

Appendix A.1.

9.2 Material Risks

9.2.1 Demand: enforcement delay and SME awareness (R1, R6)

The Digital Omnibus is the EU package that provisionally moves the enforcement dead-

line for high-risk AI systems (Annex III) to a later fixed date (Marrache & Sieniewicz,

2026). A later deadline does not destroy demand. It postpones it. The real exposure

is cash: the firm must survive the gap between launch and the moment buying becomes

unavoidable.

Three mitigations are pre-committed. First, Spain enforces regardless of Brussels: AE-

SIA, the Spanish AI supervision agency, published 16 compliance guides in Decem-

ber 2025 and runs the only national AI sandbox in the EU (AESIA, 2025; Cooper &
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Figure 9.1

Risk heat map: ten risks scored by likelihood and impact.

R8 Cyber incident

R9 Seed delay

R1 Enforcement delay

R2 GRC downmarket

R3 LLM error

R4 Founder bandwidth

R5 Template commoditisation

R10 Recession
R6 SME awareness

R7 Italy Lead miss

No risks

in band

Low

Med

High

Low Medium High

Im
pa

ct

Likelihood

Green: monitor Amber: active mitigation Red: material

Red cells flag material risks (R1–R4) treated in Section 9.2. Full register with owners and triggers in

Appendix A.1.
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Oberschelp de Meneses, 2025b). Spanish SME demand holds whatever the Omnibus de-

cides. Second, the content engine in Chapter 4 turns an obligation firms know is coming

into one they act on now. Already, 33% of EU tech SMEs are stripping AI features be-

cause they are unsure of the rules (Association for Competitive Technology, 2025), and

those firms read regulatory guidance before they read pricing pages. Third, a trigger:

formal adoption of the Omnibus with a confirmed long deferral moves the NIS2 module

onto the Year 1 roadmap, so the firm also sells against a regulation already in force.

The deadline moves. The Article 99 fine cap of EUR 15 million does not (Regulation

(EU) 2024/1689 of the European Parliament and of the Council of 13 June 2024 laying

down harmonised rules on artificial intelligence (artificial intelligence act), 2024).

9.2.2 Competition: generalist downmarket entry (R2)

Vanta or Drata, the two largest compliance-automation platforms, could ship an AI Act

tier for SMEs inside 18 months. It has happened before: Drata closed Vanta’s SOC 2

feature lead in 24 months (Sacra, 2024a, 2024b). The threat is real.

Two structural defences hold. The first is cost. A EUR 199 per month customer can-

not repay an enterprise sales team: at contracts below USD 5,000 per year, the cost of

winning a customer must be earned back within nine months (Benchmarkit, 2025b; Key-

Banc Capital Markets, 2024), and enterprise cost structures cannot do that. The second

is data. Every conformity assessment processed in Year 1 records how AESIA, ACN and

ANACOM actually interpret the Act, knowledge a late entrant cannot buy or back-fill.

Doubling cumulative case experience cuts error rates by 10–25% in regulated knowledge

work (Argote, 2013).

Operational mitigations stack on top. Annual contracts lock in the Year 1 cohort before

the competitive window opens. NIS2 and CRA modules ship in Year 2, so switching

away means replacing three products, not one. Exclusivity agreements with two to three

mid-tier EU law firms lock distribution. Trigger: any major GRC vendor announcing an

AI Act SME tier pulls the Series A forward by six months to defend the position.

We get there first.
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9.2.3 Technology and liability: classification error (R3)

Large language models peak at roughly 70% accuracy on legal reasoning (Fan et al.,

2026; Fei et al., 2024). Three answers in ten can be wrong. A misclassification that lets

a customer ship an AI system the Act actually covers is the worst Tuesday this firm can

have: an Article 99 fine for the customer, an indemnity claim against the platform, and a

reputation absorbing both inside a 700-firm reachable market.

The architecture absorbs the error by design. Article 14 of the EU AI Act requires hu-

man oversight of high-risk classification (Regulation (EU) 2024/1689 of the European

Parliament and of the Council of 13 June 2024 laying down harmonised rules on artificial

intelligence (artificial intelligence act), 2024), so the human review layer is a legal re-

quirement the firm builds in, not a cost it apologises for. The Head of AI Act Compliance

hired in Year 1 (Chapter 5) reviews every borderline case. The terms of service draw the

legal line: Compliance.AI provides the tool, while the customer remains the deployer re-

sponsible under Articles 26 and 27 for how the AI system is used. Professional indemnity

(PI) insurance of EUR 2–5 million caps what a claim can cost. Trigger: any customer

regulatory escalation unresolved beyond five working days, already a Year 1 performance

target.

9.2.4 Key person: founder concentration (R4)

One technical founder carries product, sales and regulator contact until the Series A. That

is the firm’s single point of failure, and the plan treats it as one. The founder’s zero-salary

period ends at the earliest of EUR 240,000 in annual recurring revenue, any external fin-

ancing event, or month 18 (Index Ventures, 2017). A fixed expiry date keeps the discipline

honest.

Four mitigations are in place. Miguel de Reina’s advisory engagement covers Southern

European enterprise introductions at zero Year 1 cash cost. Written, asynchronous oper-

ations in Notion (Chapter 6) keep process on the page, not in the founder’s head. Equity

grants to the Head of Compliance (1.0%) and the Italy Lead (1.0%), vesting over four

years, tie retention to the Series A horizon (Carta, 2024). The Year 2 option pool reserves
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equity for a co-founder if bandwidth fails. Trigger: two consecutive customer-facing

weeks lost, or quarterly objectives (OKRs) missed by more than 20% for two quarters

running, starts the co-founder search.

The firm runs on three people in Year 1 (Lepak & Gowan, 2017). Two of them are paid.

9.3 Sensitivity Analysis

Customer acquisition is stress-tested in Appendix A.5, Table 9.7: Bull at EUR 197,104

ARR, Bear at EUR 49,276, Downside at EUR 26,281. The input not tested there is churn.

The base model assumes 3.5% of customers cancel each month, inside the 3–7% bench-

mark range for SME software (High Alpha, 2024; UserMotion, 2024). At 5% monthly

churn, Year 1 net customers fall from 24 to 19 and the lifetime value of an Essentials cus-

tomer drops from EUR 3,411 to EUR 2,388. That breaches the 3:1 lifetime-to-acquisition

floor once the fully loaded acquisition cost passes EUR 800. At 7%, the unit economics

break entirely. Churn is the number the firm watches hardest from the first cohort onward.

9.4 Exit and Pivot Triggers

The exit and expansion triggers are quantified in Chapter 7, Section 7.5. A sustained 25%

fall in monthly customer additions across two consecutive quarters, or a confirmed further

delay of six months or more beyond 2 December 2027, activates the focused exit: a single

founder on zero salary and the sale of the firm or its technology to a GRC platform seeking

AI Act content. Growth at 1.5 to 2 times the base case activates an accelerated Series A.

Three pivot options exist if AI Act demand fails entirely. A NIS2 or CRA module sells

a different regulation to the same SME segment. A move upmarket to the 250–500 em-

ployee band wins larger contracts but gives up the specialist position that keeps the in-

cumbents out. A hybrid model of software plus advisory trades defensibility for revenue.

The base case needs none of them. The plan should still know what they are.

Six load-bearing assumptions carry the plan, each with a failure mode and a validation

path in Appendix A.2. The base case is built to survive its own bear.
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APPENDIX

This appendix collects the supporting detail referenced throughout the plan. Sections A.1

and A.2 document the risk register and the assumptions audit behind Chapter 9. Sec-

tions A.3–A.5 hold the financial model behind Chapter 7: the model assumptions, the

five-year statements, and the scenario grid. Each section is self-contained and cross-

referenced from the chapter it supports.

A.1 Risk Register

Ten risks tracked by the firm. Likelihood and impact scored qualitatively (Low, Medium,

High); band derived from the heat map in Figure 9.1. Material risks (Red band) are treated

in Chapter 9, Section 9.2; the remainder sit under active monitoring with the owners and

triggers listed below.

Mitigation cross-reference:

R1, R6 Spanish enforcement holds; content engine converts latent obligation (Chapter 9,

Section 9.2.1; Chapter 4).

R2 Annual contracts; NIS2 / CRA bundle; partner exclusivity (Section 9.2.2).

R3 Article 14 human review layer; PI insurance; AWS Frankfurt residency (Section 9.2.3;

Chapter 6).

R4 Miguel advisory; async ops; co-founder option pool (Section 9.2.4; Chapter 5).

R5 Bundle pricing across classification, workflow, and Article 72 monitoring (Chapter 3).

R7 Quarterly commission review; backup direct outreach by founder (Chapter 5).

R8 SOC 2 Type II in Year 2; 14-day content cycle; EU residency by default (Chapter 6).

R9 Bridge facility from Spanish public co-investment (ENISA, CDTI); reduced burn

at single-founder mode (Chapter 7).
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Table 9.1

Risk register: ten tracked risks.

ID Risk Category Owner L I Band Trigger metric

R1 Enforcement timing un-

certain pending Omni-

bus adoption

Strategic CEO M H Red Digital Omnibus Of-

ficial Journal public-

ation

R2 Vanta / Drata ship AI

Act SME tier

Strategic CEO M H Red GRC vendor an-

nouncement

R3 LLM error causes cus-

tomer audit failure

Operational Head Compli-

ance

M H Red Escalation unre-

solved > 5 days

R4 Founder bandwidth col-

lapse

Operational Board M H Red 2 weeks lost / 2

quarters OKR miss

R5 Article 11(1) template

commoditises docs

Strategic Head Compli-

ance

L M Green Commission public-

ation

R6 SME deadline aware-

ness stays low

Strategic CEO M M Amber Lead conversion <

3% by M6

R7 Italy Lead misses Year 1

commission

Operational CEO M M Amber Italian ARR < 40%

target by Q3

R8 Cyber incident or data

breach

Operational CEO L H Amber Security incident

severity 2+

R9 Seed round closes 6+

months late

Financial CEO L H Amber Term sheets < 2 by

Month 3 of raise

R10 Eurozone recession

compresses SME IT

Macro CEO L M Green EU SME ICT spend

YoY decline

L = Likelihood; I = Impact. Material risks (R1–R4) receive deep treatment in Chapter 9, Section 9.2.

Amber risks under active mitigation are referenced through Sections 9.3–9.4. Green risk under monthly

monitoring only.
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R10 Pricing flexibility through monthly billing option; downside scenario reduces team

to founder only (Chapter 7).
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A.2 Key Assumptions Audit

The plan rests on six load-bearing assumptions. Each one carries a failure mode and a

validation path. If two or more assumptions break simultaneously, the firm activates the

exit triggers in Chapter 9, Section 9.4.

Table 9.2

Key assumptions, failure modes, and validation paths.

# Assumption Failure mode Validation path

A1 54,000–66,000 AI-using

SMEs; 7,000–15,000 An-

nex III in-scope in Spain,

Italy, Portugal

In-scope universe halves;

Year 3 base case still needs

under 10% of it

Eurostat 2026 ICT survey (an-

nual update)

A2 Founder closes 2 deals

per month across 5

selling months in Year 1

Bear scenario activates: 15

gross customers; seed runway

shortened by 6 months

First 90 days of pipeline con-

version rate

A3 Customer-knowledge

moat compounds inside

an 18-month window

Generalist closes the feature

gap before lock-in; NIS2

cross-sell accelerates to com-

pensate

Monthly AESIA case-

resolution rate vs. competitor

content velocity

A4 Spain AESIA enforce-

ment holds regardless of

the Brussels deferral

Demand stalls until the de-

ferred deadline nears; Bear

scenario triggers exit strategy

Omnibus adoption; AESIA en-

forcement communications

A5 60% Year 1 gross mar-

gin with human-in-the-

loop review at scale

Margins collapse to 40%;

seed runway shrinks 4 months

Month 6 unit economics review

on first 15 customers

A6 3.5% monthly churn ceil-

ing holds for SME tier

LTV:CAC breaches 3:1;

expansion revenue stalls;

Series A valuation com-

presses

First cohort retention curve,

month 6 onward

Sources: Chapter 2 (A1, A4); Chapter 7 (A2, A5); Chapter 3 (A3); Chapter 4 and Chapter 7 (A6).

Joint failure scenarios. The model tolerates single-assumption breaks. It does not toler-

ate joint breaks. Two combinations are explicitly modelled in Chapter 9, Section 9.4:
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• A2 + A4 break together (Brussels delays enforcement AND founder underper-

forms acquisition target by 25%): activates Bear-to-Downside transition; exit strategy

via acqui-hire.

• A5 +A6 break together (margins collapse AND churn exceeds 5%): unit econom-

ics fail at the Essentials tier; pricing reset to EUR 249 minimum plus mandatory

annual contracts on all new customers.

A single assumption breaking activates the corresponding mitigation in the risk register

(Appendix A.1). Two simultaneous breaks activate the exit triggers in Chapter 9, Sec-

tion 9.4. Three or more is a wind-down.

A.3 Financial Model Assumptions

ARPU is average revenue per account per month. Net revenue retention is the share of a

customer cohort’s spending kept and expanded one year on. CAC is the all-in cost of ac-

quiring one customer. Blended ARPU rises from EUR 339 in Year 1 to roughly EUR 445

by Year 5 as the tier mix shifts toward Professional and Enterprise and net revenue reten-

tion climbs from 95% to 112%; the customer counts in Appendix A.4 therefore pair with

a rising ARPU, not the Year 1 figure. The Year 1 gross margin of 60% reflects human-in-

the-loop documentation review while the Annex IV generator is calibrated in production;

margin reaches 84% by Year 3 as multi-tenancy spreads fixed cost, then settles at 82% as

enterprise accounts add bespoke review hours.

A.4 Five-Year Financial Statements

A.5 Scenario Detail

6Fully loaded Year 1 payroll of EUR 143,625 comprises EUR 116,325 fixed payroll (founder, Head of

Compliance, Italy Lead), EUR 10,550 Italy Lead commission at the base-case target, EUR 5,000 advisory

board cash, EUR 7,000 freelance legal review buffer, and EUR 4,750 hiring-cycle contingency.
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Table 9.3

Core financial model assumptions.

Assumption Value Source / Confidence

Monthly logo churn (Y1) 3.5% declining to

1.8% (Y5)

UserMotion 2024 SMB cohort

(UserMotion, 2024). medium

Gross margin (Y1→ Y5) 60%→ 82% Lighter Capital 2024; Bench-

markit 2025 (Benchmarkit,

2025a; Lighter Capital, 2024).

high

Net revenue retention (Y1→ Y5) 95%→ 112% Benchmarkit 2024 median

101% (Benchmarkit, 2025a).

high

Blended ARPU (Y1) EUR 339/month 70/25/5 mix at

EUR 199/499/1,499; Chapter 4

pricing. high

Non-salary CAC (Y1) EUR 400 EUR 12,000 S&M budget ÷ 30

gross customers. medium

Year 1 gross customers 30 (base); 60 (bull); 15

(bear); 8 (downside)

Founder sales capacity model;

Appendix A.5. medium

Payroll (fully loaded, Y1) EUR 143,625 Chapter 5 compensation table

plus reconciliation footnote6.

high
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Table 9.4

Income statement: base case (EUR).

Y1 Y2 Y3 Y4 Y5

Net customers (eop) 24 117 301 546 843

ARR run rate 98,552 511,434 1,426,456 2,752,835 4,500,342

Revenue 49,276 308,772 989,963 2,134,787 3,708,519

Cost of Revenue (19,700) (78,000) (161,000) (358,000) (655,000)

Gross Profit 29,576 230,772 828,963 1,776,787 3,053,519

Gross Margin 60% 75% 84% 83% 82%

Payroll (fully loaded) (143,625) (280,000) (480,000) (720,000) (950,000)

Sales & Marketing (12,000) (55,000) (140,000) (280,000) (420,000)

General & Admin (55,000) (85,000) (120,000) (170,000) (230,000)

EBITDA (181,049) (189,228) 88,963 606,787 1,453,519

EBITDA Margin (367%) (61%) 9% 28% 39%

Depreciation & amort. (2,500) (7,500) (8,500) (9,500) (15,000)

EBIT (183,549) (196,728) 80,463 597,287 1,438,519

Interest expense (2,000) (2,500) (2,500) (2,500) (3,000)

Profit before tax (185,549) (199,228) 77,963 594,787 1,435,519

Tax 0 0 0 0 0

Net Income/(Loss) (185,549) (199,228) 77,963 594,787 1,435,519

Cost of revenue is infrastructure, LLM API, and human-in-the-loop documentation review. ARR run rates

reflect a blended ARPU rising from EUR 339 (Year 1) to roughly EUR 445 (Year 5) through tier-mix shift

and expansion revenue (Appendix A.3). The model carries nil cash tax through Year 3: the EUR 384,777

of Year 1–2 carry-forward losses fully shield the Year 3 profit and part of Year 4. Once those losses are

exhausted in Year 4, Spain’s 15% rate for new companies (PricewaterhouseCoopers, 2025) applies. The

net income line above is stated pre-tax from Year 4; a post-tax view lowers Year 4 by about EUR 43,000

and Year 5 by about EUR 215,000 at the 15% rate, funded from operating cash flow.
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Table 9.5

Cash flow statement: indirect method (EUR).

Y1 Y2 Y3 Y4 Y5

Net income/(loss) (185,549) (199,228) 77,963 594,787 1,435,519

(+) Depreciation & amort. 2,500 7,500 8,500 9,500 15,000

(−) Incr. receivables (6,075) (31,993) (83,982) (141,143) (194,022)

(+) Incr. deferred rev. 9,855 41,288 91,503 132,638 174,750

(+) Incr. payables 7,126 10,792 16,685 31,808 40,849

Cash from operations (172,143) (171,641) 110,669 627,590 1,472,096

Capital expenditure (8,000) (18,000) (15,000) (18,000) (30,000)

Seed financing 400,000 0 0 0 0

Net change in cash 219,857 (189,641) 95,669 609,590 1,442,096

Cash, start of year 0 219,857 30,216 125,885 735,475

Cash, end of year 219,857 30,216 125,885 735,475 2,177,571

Working capital: receivables at 45 days of revenue; deferred revenue at 10% of the ARR run rate; payables

at 30 days of non-payroll cost. The minimum cash balance is EUR 30,216 at the end of Year 2.
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Table 9.6

Balance sheet: year-end (EUR).

Y1 Y2 Y3 Y4 Y5

Assets

Cash & equivalents 219,857 30,216 125,885 735,475 2,177,571

Accounts receivable 6,075 38,068 122,050 263,193 457,215

PP&E + capitalised dev, net 5,500 16,000 22,500 31,000 46,000

Total assets 231,432 84,284 270,435 1,029,668 2,680,786

Liabilities

Long-term debt (ENISA) 50,000 50,000 50,000 50,000 50,000

Deferred revenue 9,855 51,143 142,646 275,284 450,034

Accounts payable & accrued 7,126 17,918 34,603 66,411 107,260

Total liabilities 66,981 119,061 227,249 391,695 607,294

Equity

Paid-in capital 325,000 325,000 325,000 325,000 325,000

Capital grant reserve 25,000 25,000 25,000 25,000 25,000

Accumulated retained earnings (185,549) (384,777) (306,814) 287,973 1,723,492

Total equity 164,451 (34,777) 43,186 637,973 2,073,492

Total liab. + equity 231,432 84,284 270,435 1,029,668 2,680,786
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Table 9.7

Four-scenario summary: Year 1 and Year 3 exit metrics (EUR).

Bull Base Bear Downside

60 cust. 30 cust. 15 cust. 8 cust.

Y1 gross new customers 60 30 15 8

Y1 net customers (eop) 48 24 12 6

Y1 ARR run rate 197,104 98,552 49,276 26,281

Y3 net customers (eop) 491 301 155 90

Y3 ARR run rate 2,329,160 1,426,456 733,588 428,854

Y3 EBITDA 1,048,000 88,963 (176,000) (300,000)

Months to EBITDA breakeven 18 33 44 >60

Seed required 350,000 400,000 500,000 600,000

Bull trigger: enforcement approaching the deferred deadline drives a demand surge. Bear trigger: a further

enforcement delay of six months or more stalls purchase decisions. Downside trigger: founder bandwidth

collapses under the dual engineering and sales load. Seed figures for the Bear and Downside columns state

the capital those cases would have required had they been the founding plan; under the base-case

EUR 400,000 seed, a sustained shortfall of that size activates the exit triggers in Chapter 9 before either

case fully develops. Sources: cohort model calibrated against High Alpha (2024) and UserMotion (2024).
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